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Abstract In this paper, we address the problem of
dynamic resource allocation in presence of job runtime uncertainty. We develop an execution delay
model for runtime prediction, and design an adaptive
stochastic allocation strategy, named Pareto Fractal
Flow Predictor (PFFP). We conduct a comprehensive performance evaluation study of the PFFP strategy on real production traces, and compare it with
other well-known non-clairvoyant strategies over two
metrics. In order to choose the best strategy, we perform bi-objective analysis according to a degradation
methodology. To analyze possible biasing results and

negative effects of allowing a small portion of the
problem instances with large deviation to dominate
the conclusions, we present performance profiles of
the strategies. We show that PFFP performs well in
different scenarios with a variety of workloads and
distributed resources.
Keywords Runtime uncertainty · Distributed
system · Resource allocation · Self-similarity ·
Heavy-tails
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Distributed infrastructures including clouds, grids and
clusters have become a valid solution for data analysis in both business and scientific computing. While
having many advantages it still has limitations, especially in the areas of performance efficiency of both
computing and communication. These limitations are
strengthened by the uncertainty of available information for resource management.
The uncertainty is an important issue that affects
computing efficiency bringing additional challenges
to scheduling problems. It requires designing novel
resource management strategies to handle uncertainty
in an effective way.
The role of uncertainty in resource allocation has
not yet been adequately addressed in the scientific
literature. One of the major sources of uncertainty
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is application runtimes. The workload is not predictable and can be changed dramatically. It is difficult to estimate runtime of submitted jobs accurately,
improve it by historical data, prediction correction,
prediction fallback, etc. [1]. Thus, it is important to
design knowledge-free algorithms considering effective alternatives to known optimization technologies
that assume exact knowledge of job parameters.
In a grid environment, users are typically required
to provide job run-time estimates for submitted jobs.
The reasons are twofold: jobs that violate their estimates are killed; and estimates are used in the local
machines scheduling policies (like backfilling and its
variants). However, these estimates are not accurate
and do not help to significantly improve the outcome
of the allocation strategies in distributed environment [1–3]. Due to the heterogeneity of computational
resources and dynamism of computational environment, users do not have enough information to provide
how long their jobs will run with adequate accuracy.
Therefore, using job execution time prediction techniques, e.g. based on stochastic approaches, instead
of the usage of user estimates has a crucial relevance
[4–6].
However, predictions have rarely been incorporated
into resource allocation strategies; that is, into identification of the set of resources that best match the job
requirements.
Ramirez et al. [1] present strategies with historybased prediction models, and show that simple statistical techniques do not help to improve the overall grid
performance.
Bacso et al. [6] propose a statistics-based approach
for allocating jobs to resources to minimize the
makespan. The authors show that using statistical trace
data can perform better than randomized resource
selection.
In this paper, we propose stochastic models for the
job runtime estimate incorporated into the grid broker,
as way to improve performance. We show that job execution times can be modeled as self-similar long-tail
processes, when the load has similar statistical properties at different timescales: seconds, minutes, hours,
and even days. Such properties can be found in different areas of information technology: self-similar
traffic [7, 8], long-memory processes [9], files transmitted through the network [10], variable bit rate
video [11], etc.

Based on this model, we present a simple stochastic job allocation strategy, called the Pareto Fractal
Flow Predictor (PFFP), and extend the grid scheduling introduced in [12] by including completion time
prediction of currently executing and queued jobs.
The rest of the paper is organized as follows. In
Section 2, we formalize our model. In Section 3,
we briefly review related work on job allocation and
scheduling in grids. In Section 4, we present selfsimilarity and heavy-tails models used for description
of IT phenomena. In Section 5, we describe concepts
of stochastic modeling of job runtimes. We present
models for predicting job run times both currently
executing and queued. In Section 6, we describe the
studied scenarios, simulation setups, and performance
analysis methodology. In Section 7, we present analysis of main simulation results. Finally, In Section 8,
we describe conclusions and future work.

2 Problem Definition
We address an online scheduling problem in which n
sequential jobs J1 , · · · , Jn must be scheduled on m
machines N1 , · · · , Nm . Let mi be the number of idenm

mi be the total
tical processors in machine Ni , and
i=1

number of processors in the grid. We assume, without loss of generality, that machines are ordered in
non-descending order of their sizes m1 ≤ · · · ≤ mm .
Each job Jj is described by a tuple (rj , pj , ṗj ):
its release date rj ≥ 0, its execution time pj , and
ṗj predicted runtime estimate. The release date is not
available before a job is submitted, and its processing
time is unknown until the job has completed its execution (non-clairvoyant case). The runtime estimate
ṗj is calculated by a system based on the proposed
stochastic job execution delay model (Section 5).
Jobs are submitted over time and must be allocated to a machine. However, we do not demand that
the machine processes a job at its submission date.
The processor job allocation can be delayed (queued)
until the required resources become available. This
machine must execute the job by exclusively allocating a processor for an uninterrupted period pj to it.
The number of jobs allocated to machine Ni is denoted
by ni . The completion time of job Jj is denoted by cj .
The makespan and optimal makespan of a schedule
are denoted by C and Copt , respectively.
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We consider two performance metrics: competitive factor ρ = C/Copt , and mean job waiting time
n

(cj − pj − rj ). They are well known
tw = n1
j =1

performance metrics commonly used to express the
objectives of different stakeholders of grid scheduling. The objective of the competitive factor metric is
to evaluate the quality of the infrastructure utilization
and compare it with the optimal solution. This is local
resource provider centric metric. The objective of the
user-centric mean waiting time metric is to evaluate
the quality of the satisfaction of the end-users.
Note that in experimental analysis, to calculate
the competitive factor, the lower bound of the optimal schedule completion time is used instead of the
optimal makespan:






Copt ≥ max max rj + pj ,
j



j =1,n

m

pj


.

3 Related Work
Resource allocation is a crucial and widely studied
problem in distributed computing [13–15]. However,
dynamicity of the system and job runtime uncertainty pose significant challenges. Existing solutions
of the resource allocation problem are mainly based
on the assumption that the processing times are either
deterministic or estimated by users [16–22].
Uncertainties can arise from the incomplete knowledge and variation of the parameters, and/or an incomplete understanding of the processes that control service provisioning.
Data can be inaccurate, not fully representative, or
the conceptual model of the system does not include
all the relevant processes and relationships. They are
generally estimated using probability theory, evidence
theory, possibility theory, and fuzzy set.
Megow et al. [23, 24], and Vredeveld [25] consider
models for resource allocation under uncertainty that
combines online and stochastic scheduling.
A comprehensive survey in scheduling area, main
results and tendencies can be found in the book (Sotskov and Werner) [5]. The authors discuss approaches
that use stochastic and fuzzy methods, important
issues of robustness and stability.

An adaptive approach with the capability to deal
with different workloads and grid properties is studied
in [1, 3].
In all cases, job runtime time estimation needs
to be taken into account, while performing resource
allocation. However, their inaccuracy does allow to
significantly improve the outcome of the allocation strategies, especially, in distributed environment
[1, 3].
In [22], the authors formulate the wait-time prediction problem as a machine-learning problem. They
propose a framework for probability predicting queue
waiting times using multi-class classification of job
similarity in the history, using dynamic k-Nearest
Neighborhood (k-NN) and Support Vector Machines
(SVMs).
In [21], the authors also studied machine-learning
methods for prediction including linear and quadratic
regression model, decision trees, SVMs and K-NN.
A scheduling algorithm, adaptable to heavy-loaded
and lightly-loaded processors, is proposed in [26].
The load is considered as a total workload completion
time, in the case of known runtimes, and as job queue
size, otherwise.
A static scheduling algorithm based on cost-reward
optimization functions (truthful mechanism) is proposed in [27]. The authors take into account users that
provide incorrect information about job capacities.
To describe dynamism of the execution context,
several models have been developed, e.g. Fractional
Gaussian Noise (FGN), M/G/∞, and others [8, 28–
30]. These models are proven effective only under
certain conditions. For example, FGN model does not
fit well for video and Internet traffic [31–33].
To capture the characteristics of highly-variable
stochastic processes, well known notions of longrange dependence, self-similarity and heavy-tails has
been applied [34–36].
In [37], the authors applied self-similarity and
heavy-tails to create scalability models for highperformance clusters.
However, to the best of our knowledge, there are
no stochastic job allocation models for our problem
that take into consideration these special statistical
characteristics.
In this paper, we demonstrate that grid computing is also covered by the category of special
types of self-similar processes. We formulate resource
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allocation problem based on the extension of the
model presented in [37].
We propose novel adaptive allocation strategy
named Pareto Fractal Flow Predictor (PFFP), and
compare it with two non-clairvoyant, knowledge free
on-line strategies MLp, and Rand that do not use information about neither runtime of the job, nor runtime
estimate provided by users, and one strategy MSTUser
that uses additional knowledge about user runtime
estimate (Table 1, [1]).

or, equivalently,

4 Heavy-Tails, Self-Similarity and Long-Range
Dependence

P [X > x] = x −α L (x) ,

A heavy-tailed distribution is a probability distribution, whose tails are heavier than exponential tails. In
this distribution, the probability of observing a value
far from the median is greater than it would be in the
normal distribution; the probability of extreme values
is non-negligible.
A distribution of a random variable X with
distribution function f (x) and cumulative function
F (x) = P [X ≤ x] is said to be heavy right tailed,
if lim eλx F (x) = ∞, for all λ > 0 (F (x) =
x→∞

P [X > x] is the survival function).
Heavy-tailed probability distributions tend to have
infinite moments, such as infinite variance [38]. Note
that, a moment is infinite, if the integral that defines
the statistical moment converges too slowly to be integrated (divergent), therefore, the moment does not
exist.
Since, we are assuming a heavy-tailed distribution
it follows that
lim P [X > x + t|X > x] = 1

x→∞

F (x + t)

lim

x→∞

F (x)

= 1, for any t > 0.

Now, we describe how heavy-tails can cause selfsimilarity (fractal behavior), and long-range dependence.
First, let us assume that we deal with polynomial
decay of the tail of the probability distribution, and use
the Pareto Distribution as an example of heavy tailed
distribution [39]:

where α = 1/γ is an inverse of the extreme value
index γ . L is a slow varying function at infinity, that is
L (γ x)
= 1, for x > 0.
γ →∞ L (x)
lim

In non-self-similar data, the average of a series of samples tends to the population mean, as the number of
samples increases [40]. That is:

P

1
Xi = μ = 1,
x→∞ n
n

lim

i=1

where

μ = E [Xi ] , V ar

1
σ2
Xi =
,
n
n
n

i=1

and σ is the standard deviation of the population.
The latter means that deviations of the sample mean
with respect to the population mean decay proportionally to the size of the sample.

Table 1 Allocation strategies
Alloc

Description

Rand
MLp

Allocates task Tj to a randomly selected machine
Allocates task Tj to the machine with least load per processor at time rj : mini=1..m (ni /mi )

MST

Allocates task Tj to the machine with earliest start time for this task mini=1..m sji based on the

MSTUser

Allocates task Tj to the machine with earliest start time for this task mini=1..m sji based on the

knowledge of exact runtime of the task
knowledge of the user runtime estimate
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Fig. 1 Aggregation of
self-similar data (Pareto
distribution). Average does
not smooth

In [9], it is shown that for self-similar data:

V ar

1
Xi = σ 2 n−α ,
n
n

i=1

where Xi represents an execution time of computational intensive task, and α < 1. Hence, the sample
mean converges to the population mean much slower.
This implies that, with non-negligible probability, the
execution time of a collection of jobs can be much
larger or much smaller than the execution time computed using population mean.
There is a non-negligible probability of spending
very long time to solve the tasks, considerably longer
than the population mean. This is shown in Figs. 1, 2,
3 and 4. Every 10 items are averaged to create the first
average. Then these averages are averaged again every
10 items and so on. The profile of heavy-tailed data
Fig. 2 Aggregation of
non-self-similar data
(exponential distribution).
Average is smoothed

is typically self-similar whereas the profile of nonheavy-tail data get smoother as averaging progresses.
Consider the accumulation process Y (t) with t ≥ 0
that is self-similar with Hurst parameter 0.5 < H < 1.
According to [41], the process scales in time as (1):
Y (t) ≡ a −H Y (at) , a > 0,

(1)

where the identity means that the expressions have
equivalent probability distribution.
A typical self-similar process is also a Fractional
Brownian Motion [42]. It has been widely used to
model different types of systems including ATM traffic, Ethernet traffic, Internet traffic, etc.
A process satisfying (1) can never really be stationary one, as it requires that Y (t) ≡ Y (at), or that the
distribution of {Y (t + s) − Y (t)} does not depend on t.
In our problem, it does not hold, so, we assume that
Y (t) has stationary increments.

R. Ramı́rez-Velarde et al.
Fig. 3 Aggregation of
self-similar data (Pareto
distribution). Average is as
spiked as original data

5 Stochastic Modeling

5.1 Job Runtime Prediction

First, let us consider a model, where a broker assigns
jobs to machines with one processor. If a machine is
idle, the task is executed, otherwise, queued. According to this scheme, we consider two parts of the
runtime prediction.
The first part predicts execution time of jobs in the
queue by modeling the machine queuing process as an
aggregation of a series of self-similar variables.
The second part predicts the residual execution time
of the executing jobs using conditional probability and
heavy-tails.
Then, we consider a heterogeneous model, where
machines have different number of processors. To this
end, we adapt single processor model to multiprocessor model.
Finally, we introduce the PFFP allocation strategy.

The probability that the job execution will persist further after τ > A time slots equals to P [t > τ ] =
 τ −β
, where A is the location parameter, and β is the
A
shape parameter.
The probability that a job will finish before t ≤
τ + δ time slots, when it has already executed during
 +δ −β
,
τ time slots, equals to P [t ≤ τ + δ] = 1 − τ A
where δ is the residual job runtime.
Hence, according to the Bayes theorem, to find
P [t ≤ τ + δ | t > τ ], we need to find

Fig. 4 Aggregation of
non-self-similar data
(exponential distribution).
Average flattens up

P [t ≤ τ + δ and t > τ ] = P [t ≤ τ + δ] − P [t ≤ τ ]
= P [t > τ ] − P [t > τ + δ]
=

τ
A

−β

−

τ +δ
A

−β

.
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Therefore,
P [t ≤ τ + δ|t > τ ] =

A

sequence of jobs in the queue will exceed certain value
ϕ is

 τ +δ −β

 τ −β

− A
 τ −β
A

= 1− 1+

δ
τ

−β

We observe that the corresponding survival function

−β
ψ (τ ) = P [t > τ + δ|t > τ ] = 1 + τδ
is a Lomax
probability distribution, a type of Pareto PDF.
Notice that the probability that a job will finish after
t > τ + δ time slots, when it has already executed
during τ time slots, ψ (τ ) → 1, as τ → ∞. It means
that the longer a job has been executing the higher the
probability that it will continue in future.
−β

indicates that the
The formula ψ (τ ) = 1 + τδ
currently executing job will be completed after τ + δ
with probability ψ. Hence, we get an estimate of the
job residual runtime:
δ=τ ψ

−1
β

−1

(2)

In the multiprocessor machine model, at any given
time instance, a machine Ni executes a set ni ≤ mi
jobs. Note that, if ni = 0, machine i is idle.
Hence, from (2), we obtain:
δi ≤ max τi

− β1

−1

, 0 < i ≤ m,

(3)

where τi is the longest running job on Ni .
5.2 Job Queue Runtime Prediction. The Pareto
Fractal Flow Model
We characterize a machine queue as an accumulation
process in the following way.
Let Y (t) = μt + Z (t) be the increment process, with E [Y (t)] = δt. We define the accumulation
process as:
n


P [X (1) + X (2) + · · · + X (n) > ϕ]


≡ P nμ + nH Z (1) > ϕ


(ϕ − nμ)
=
a
=φ
≡ P Z (1) >
nH

(4)

If Z (t) has Pareto I probability distribution, then
βS β

m
P [Z (1) = a] = a β+1
, where Sm is the location and
scale parameter, β > 0 is the shape parameter, H is
the Hurst parameter (see [43] for further details).

Hence, P [Z (1) < a] = 1 −

Sm
a

β

.

and E [Z (1)] = δ. Thus,
Also, V ar [Z (1)] =
from (4), we obtain

β
β
S m nH
Sm
=
(5)
φ = ϕ−nμ
ϕ − nμ
H
σ2

n

From (5), we get a formula for the aggregated execution time ϕ for the queued jobs in the queue:
ϕ = nμ +

S m nH

(6)

1

φβ

It indicates that the set of n waiting jobs will be
completed after ϕ with probability φ.
In the multiprocessor machine model, i-th machine
can execute mi jobs in parallel, hence, we have to
modify (6) for the aggregated execution time of the
queued jobs.
To estimate the aggregated execution time of
queued jobs, we assume that at any given time instance
at most mi queued jobs in machine i are scheduled.
Hence, (7) is thus:
ϕi =

ni
Sm m
ni
i
μ+
1
mi
β
φ

H

,0 < i ≤ m

(7)

5.3 Pareto Fractal Flow Predictor Allocation Strategy
X (i) = Y (n)−Y (n−1)+Y (n−1)−Y (n−2)

i=1

+ · · · + Y (1)−Y (0) = nμ
+ Z(n) ≡ nμ + nH Z(1),
where μ is an adjustment to the mean of Y (t), and the
identity indicates equality in distribution.
The aggregated jobs execution delay probability
φ or the probability that the execution time of the

As already discussed, our scheduling algorithm
includes an allocation part and local execution part. In
the first part, we allocate a suitable machine for each
job using a given selection criterion. Note that our
algorithms proceed on a job-by-job basis. Our objective is to minimize the total execution time of jobs
that are in the waiting queues and those that are in the
execution.
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2,500,000

Aggr ega ted Exec uti on Ti me (s ec s )

Fig. 5 Aggregated
execution time ϕ versus φ
for different values of n,
Sm = 600, β = 1.58,
H = 0.8

n=10
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Aggregated Execuon me Probability

The PFFP allocation strategy is simple: assign a job
to the machine with the minimum δi + ϕi . δi (3) is
the residual runtime for a given probability ψ (τ ) that
the job execution on the machine i will persist further
after τ > Sm time slots. ϕi (7) is the aggregated execution time of the sequence of jobs in the ith queue
with probability φ.
Figure 5 shows how the aggregated execution time
varies as a function of the number of jobs in the queue,
and the aggregated execution delay probability φ.
Figure 6 shows how the predicted execution time
varies as a function of the current execution time τ ,
and residual job runtime probability ψ.

workloads to produce dependable results, and simulation setups to obtain reproducible and comparable
results. In this section, we present statistical analysis
of our workload, and describe the simulation setup.
All experiments are performed using the grid
scheduling simulator tGSF (Teikoku Grid Scheduling
Framework) [44, 45]. tGSF is a standard trace based
simulator that is used to study grid resource management problems. We have extended Teikoku to include
PFFP.
6.1 Workload
The accuracy of the evaluation highly relies upon
the applied workload. For testing the job execution
performance under a dedicated environment, we use
workload based on real production traces. Carefully
reconstructed traces from real supercomputers provide a very realistic job stream for simulation-based

6 Experimental Setup
Experimental performance evaluation studies require
two main issues to be addressed: representative

18,000,000
Res i dua l Job Runti me (s ec s )

Fig. 6 Residual runtime δ
versus ϕ for different values
of the job executed time T
(The mean is 2,921.49 s)
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performance evaluation of job scheduling algorithms.
Background workload (locally generated jobs) that is
an important issue in non-dedicated grid environment
is not addressed.
Parallel Workload and Grid Workloads Archives
are commonly used for parallel job scheduling evaluation. Di et al. [46] show high similarity between them
in terms of job arrival, job types, and job length.
In this paper, we use logs from the Feitelson’s
Parallel Workload Archive (PWA) (Table 2). More
information about their properties and detailed characteristics of individual traces can be found in [47]. Note
that they also provide user runtime estimates for all
jobs. To prepare workload, we apply time-zone normalization, profiled time intervals normalization, and
invalid jobs filtering [1, 48].
The jobs’ demand is now aligned over the time
intervals. All traces begin at the same weekday and
at the same time of day. To this end, we removed all
jobs until the first Monday at midnight. Note that the
alignment is related to the local time, hence the time
differences corresponding to the original time zones
are maintained.
To assess the statistical difference among the experimental results, and observe effect of different job
parameters on the result quality, we consider three different workloads for simulation. Workload A is composed of eighteen 5-days weeks (Monday-Friday), and
Workload B is composed of thirty 5-days weeks with
a total of 512,606 jobs, and Workload C is composed
of thirty 5-days weeks with a total of 77,616,210 jobs.
The Workload A is used to determine φ, ψ parameters. The Workload B is used to compare the PFFP
strategy with other strategies. The Workload C is
used to compare strategies in a larger heterogeneous
infrastructure.

Table 2 The workload
File

Jobs

Tasks

KTH-SP2-1996-2.swf
CTC-SP2-1996-2.1-cln.swf
HPC2N-2002-1.1-cln.swf
LANL-CM5-1994-3.1-cln.swf
SDSC-BLUE-2000-3.1-cln.swf
SDSC-DS-2004-1 Batch2.swf
SDSC-SP2-1998-3.1-cln.swf

28490
79302
527371
201387
250440
96089
73496

218401
850077
4009135
17329445
9691408
5996864
712775

The PFFP strategy has several parameters need to
be determined through a statistical analysis of workload: μ (average job execution time after fitting a
Pareto I PDF), H (Hurst parameter), Sm (the scale
parameter from a Pareto type I PDF), and β (the shape
parameter from a Pareto type I PDF).
This statistical analysis is also necessary to show
that the workload exhibits a heavy-tailed distribution and self-similarity behavior as assumed in the
stochastic framework. Detailed analysis is presented
in Appendix A–C.
6.2 Tests
A method of experimental design defines the following steps:
(a) test instances produced with possible combinations of parameters φ, ψ on the Workload A; (b) find
the solution with smallest obtained competitive factor
for each instance; (c) set algorithm parameters based
on selected parameters values; (e) apply the algorithms on the Workload B. Hence, we conduct four
tests for experimental analysis.
In the first test, we study the quality of PFFP varying the probability φ that the execution time of jobs
in the queue will exceed a certain value, probability
ψ that the execution of the current job will persist
further, and Hurst H , respectively.
In the second test, we compare PFFP tuned in the
previous test with known non-clairvoyant strategies:
MLp, Rand, and MSTUser (Table 1) in homogeneous
environment, using Workload B over two metrics: ρ
and tw .
As a reference point, we compare them with the
strategy MST that uses exact knowledge of the job
runtime. It is known to be one of the best deterministic
strategy for total completion time minimization.
In the third test, we study the quality of PFFP on
Workload A under different settings of φ, ψ to tune up
the strategy for heterogeneous environment.
In the fourth test, we compare the strategies in
heterogeneous environment, where machines have different number of processors, on Workload B.
In the fifth test, we compare the strategies in
heterogeneous environment with significantly larger
machines, on Workload C.
For comprehensive analysis, in tests two and four,
we study two allocation strategies PFFP1 and PFFP2
with different combinations of parameters φ, and ψ,
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found in Test 1 and Test 3. In Test 5, best found in the
previous tests PFFP is used for comparison.
Table 3 summarizes the setup parameters for these
tests. We set values φ and ψ in the range {0.01, 0.001}.
As can be seen in Fig. 1, when probabilities become
smaller, the predicted time is increased significantly
producing safe estimation. Therefore, very small values of ψ and φ mean that we assume long execution
time, so that few jobs finish later (about 1 from 1000,
for φ = ψ = 0.001).
For a large execution time τ and small ψ, a large
residual time will cause not allocating new jobs. Similarly, for large n and small φ, large queuing time will
cause not allocating new jobs.
When probabilities become higher, the predicted
time is reduced producing unsafe estimation. Therefore, bigger values of ψ and φ mean that we assume

short execution time, so that many jobs finish later
(about 1 from 100, for φ = ψ = 0.01).
6.3 Performance Analysis Methodology
In this paper, we perform a joint analysis of two metrics according to the mean degradation methodology
applied for grid scheduling in [1, 49]. The analysis is
conducted as follows. First, we evaluate the degradation in performance (relative error) of each strategy
under each metric. This is done relative to the best performing strategy for the metric, as follows: (γ − 1) ·
100, where

γ =

strategy metric value
best found metric value

Table 3 Experimental setup
Test

Description

PFFP settings

1

Alloc = PFFP
Workload A

H = {0.71, 0.78}, β = 0.524, Sm = 1320, μ = 5248,
φ = {0.01, 0.001}, and ψ = {0.01, 0.001}
Exp. 1: H = 0.71, φ = 0.01, ψ = 0.01
Exp. 2: H = 0.78, φ = 0.01, ψ = 0.01
Exp. 3: H = 0.71, φ = 0.001, ψ = 0.001
Exp. 4: H = 0.78, φ = 0.001, ψ = 0.001
Exp. 5: H = 0.71, φ = 0.001, ψ = 0.01
Exp. 6: H = 0.78, φ = 0.001, ψ = 0.01
Exp. 7: H = 0.71, φ = 0.01, ψ = 0.001
Exp. 8: H = 0.78, φ = 0.01, ψ = 0.001
1
H = 0.78, β = 0.524, Sm = 1320, μ = 5248,
φ, ψ of PFFP1 = 0.0028, 0.0046
φ, ψ of PFFP2 = 0.0019, 0.0082
1, 1, 1
H = 0.78, β = 0.524, Sm = 1320, μ = 5248,
φ = {0.01,0.001}, and ψ ={0.01,0.001}
2, 4, 8
H = 0.78, β = 0.524, Sm = 1320, μ = 5248,
φ, ψ of PFFP1 = 0.0028, 0.0046
φ, ψ of PFFP2 = 0.0019, 0.0082
3
2, 4, 8
H = 0.78, β = 0.524, Sm = 1320, μ = 5248,
φ, ψ of PFFP-0.0082, 0.001
50, 100, 150

2

3

4

5

Number of procs
Alloc = {PFFP1, PFFP2, MST, MSTUser, MLp, Rand}
Workload B
Number of procs
Alloc = PFFP
Workload A
Number of procs
Alloc = {PFFP1, PFFP2, MST, MSTUser, MLp, Rand}
Workload B
Number of machines
Machine size
Alloc = {PFFP, MST, MSTUser, MLp, Rand}
Workload C
Number of procs
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Table 4 Competitive factor. Test 1
Exp.1 Exp.2 Exp.3 Exp.4 Exp.5 Exp.6 Exp.7 Exp.8
1.06

1.14

1.04

1.01

1.07

1.06

1.37

1.52

Then, we average these values for all test cases and
metrics, and rank the strategies.
The best strategy, i.e. with the lowest average performance degradation, has rank 1. Note that we try to
identify strategies, which perform reliably well in different scenarios; that is, we try to find a compromise
that considers all our test cases. For example, the rank
of the strategy could not be the same for any of the
tests or metrics individually.
The degradation approach provides the mean percentage of degradation, but it does not show cases,
when only a small portion of the problems with large
deviation can significantly change averages, hence,
dominate the conclusions based on averages.
To help with the interpretation of the data generated
by the benchmarking process, we analyze performance profiles of our strategies.
The performance profile p(τ ) is a non-decreasing,
piecewise function that presents the probability that a
ratio γ is within a factor τ of the best ratio [50]. The
function p (τ ) is the cumulative distribution function.
Strategies with high probability p (τ ) for smaller τ are
preferred.

7 Experimental Validation
7.1 Test 1. Hurst Parameter Tuning. Homogeneous
Environment
Statistical analysis of the workload presented in
Appendix C shows that the Hurst parameter H is in
Table 5 The competitive
factor varying φ and ψ.
Test 1

0.001
0.0019
0.0028
0.0037
0.0046
0.0055
0.0064
0.0073
0.0082
0.0091
0.01

0.001
1.041
1.411
1.276
1.982
1.998
1.493
1.552
1.537
1.536
1.529
1.521

0.0019
1.049
1.044
1.127
1.181
1.395
2.019
1.439
1.885
1.960
1.962
1.928

0.0028
1.109
1.084
1.107
1.154
1.099
1.161
1.581
1.325
1.920
1.486
1.591

the range of (0.71–0.78). This range together with the
autocorrelation function indicate self-similarity property. Due to initial uncertainty of the Hurst, φ and ψ
parameters, experimental analysis is conducted.
Table 3 (Test 1) shows the competitive factors of
eight experiments varying H , φ and ψ. These experiments allow us to assess the effect of choosing a
lower or higher value of H under different probability cases. Parameters μ, β, and Sm are fixed, they are
obtained directly from the statistical analysis of the
runtimes and MLE Pareto fitting. The Hurst parameter H is also obtained from the statistical analysis (see
Appendix C).
Parameters φ and ψ allow to tune the system to
avoid allocation of jobs to machines with long execution time and/or large number of jobs on queue
increasing the competitive factor.
Exp.1 and Exp.2 test the strategy with a high probability of job and queue execution time (φ = 0.01,
ψ = 0.01).
Exp. 3 and Exp. 4 test it with a lower probability
for both values (φ = 0.001, ψ = 0.001).
Exp. 5 and Exp. 6 test it with a lower queue execution probability than the job execution probability
(φ = 0.001, ψ = 0.01).
Finally, Exp. 7 and Exp. 8 present the situation,
where the queue execution probability is higher than
the job execution probability (φ = 0.01, ψ = 0.001).
Table 4 shows the competitive factor of the PFFP in
these experiments. We see that that φ and ψ have considerable impact on the competitive factor. The best
competitive factors are obtained in Exp. 4.
To study this impact in more details, we obtain the
competitive factor varying φ and ψ between 0.01 and
0.001, assuming H = 0.78.
In Table 5, dark green color represents best results,
and dark red one represents worst results. Hence, the

0.0037
1.061
1.096
1.107
1.067
1.137
1.371
1.447
1.383
1.333
1.281
1.309

0.0046
1.046
1.135
1.005
1.041
1.060
1.088
1.156
1.115
1.555
1.421
1.295

0.0055
1.064
1.077
1.040
1.079
1.052
1.087
1.203
1.232
1.382
1.157
1.312

0.0064
1.024
1.032
1.151
1.024
1.125
1.077
1.102
1.085
1.101
1.239
1.220

0.0073
1.097
1.035
1.089
1.093
1.104
1.079
1.073
1.122
1.023
1.052
1.137

0.0082
1.060
1.078
1.054
1.047
1.043
1.095
1.041
1.051
1.155
1.052
1.141

0.0091
1.060
1.089
1.046
1.025
1.082
1.188
1.064
1.040
1.062
1.143
1.214

0.01
1.060
1.073
1.064
1.053
1.014
1.129
1.054
1.160
1.078
1.142
1.140
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Table 6 Performance degradations (%). Test 2

Table 8 Performance degradations (%). Test 4

Metric

MST PFFP1 PFFP2 MSTUser MLp

Rand

Metric

MST PFFP1 PFFP2

MSTUser MLp

Rand

ρ
tw
mean (ρ, tw )
Rank

0
0
0
1

47.71
19.40
33.55
5

ρ
tw
mean (ρ, tw )
Rank

0
0
0
1

20.82
7.77
14.29
4

68.87
57.27
63.07
5

1.52
4.63
3.07
2

1.70
4.65
3.17
3

36.33
18.19
27.26
4

191.72
225.53
208.62
6

changing color from dark green, green, light yellow,
yellow, pink to dark red shows degradation of results.
We see a clear separation of solutions. Better results
are located in the top right section (yellow to green).
Worst results are mostly located in the bottom left
zone (pink to red). We find that, for our workload, the
combination of ψ = 0.0046 and φ = 0.0028 produces
the best result.
7.2 Test 2. Analysis of the Strategies. Homogeneous
Environment
In this section, we present results of the simulation
of 6 allocation strategies considering two criteria: ρ
and tw .
Table 6 summarizes performance degradation of
the strategies. We clearly see that PFFP1 and PFFP2
outperform more than 18.19% (less than 225.53%)
other non-clairvoyant strategies in both metrics. Moreover, they are only 2% worse than MST for ρ, and 5%
worse for tw . Remember that PFFP1 and PFFP2 use
only knowledge about the number of waiting jobs, and
the elapsed processing time of the currently executing
jobs to select a candidate machine.

Table 7 The competitive
factor varying φ and ψ.
Test 3

0.001
0.0019
0.0028
0.0037
0.0046
0.0055
0.0064
0.0073
0.0082
0.0091
0.01

6.85
1.38
4.12
3

0.58
0.7
0.64
2

63.87
100.82
82.35
6

7.3 Test 3. Parameter Tuning. Heterogeneous
Environment
Table 7 presents the competitive ratio of PFFP with φ
and ψ probabilities between 0.01 and 0.001, assuming
H = 0.78.
We can see again a diagonal separation of quality
of the competitive factors. The bottom left triangular
region contains the worst results, while the upper right
triangular region contains the best results. Results are
consistent with the single processor machine model
results presented in Section 7.1. Best results are
obtained for φ, ψ = 0.001, 0.0046 and φ, ψ =
0.0019, 0.0082. The latter one is used to tune PFFP2.
7.4 Test 4. Analysis of the Strategies. Heterogeneous
Environment
To show the competitiveness of the algorithms, in
this section, we study their performance and derivatives considering heterogeneous grid infrastructure
with three different machines. We present results of
the comprehensive and extensive simulation of six
allocation strategies over two metrics.

0.001

0.0019

0.0028

0.0037

0.0046

0.0055

0.0064

0.0073

0.0082

0.0091

0.01

1.049
1.078
1.078
1.078
1.078
1.078
1.078
1.078
1.078
1.078
1.078

1.099
1.049
2.478
1.078
1.078
1.078
1.078
1.078
1.078
1.078
1.078

1.074
1.112
1.049
2.478
1.354
1.078
1.078
1.078
1.078
1.078
1.078

1.023
1.099
1.137
1.049
2.478
2.478
1.354
1.078
1.078
1.078
1.078

1
1.0716
1.056
1.113
1.049
2.478
2.478
1.396
1.354
1.078
1.078

1.035
1.034
1.099
1.110
1.191
1.049
1.049
2.478
2.459
1.354
1.354

1.035
1.101
1.048
1.018
1.048
1.048
1.049
1.049
2.478
2.478
1.963

1.035
1.048
1.127
1.099
1.169
1.137
1.048
1.049
1.049
2.478
2.478

1.035
1
1.045
1.041
1.099
1.111
1.108
1.222
1.049
1.049
2.478

1.035
1.057
1.111
1.066
1.099
1.056
1.048
1.113
1.225
1.049
1.049

1.035
1.044
1.048
1.062
1.039
1.099
1.169
1.047
1.161
1.213
1.049
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Now, we compare PFFP1 and PFFP2 with four allocation strategies described in Section 3. In the first
step, we evaluate the degradation in performance of
MLp

MSTUser

PFFP2

Rand

each strategy under each metric relatively to the best
performing strategy. Then, we average degradations of
all test cases.

PFFP1

1

1

0.9

0.9

0.8

0.8

0.7

0.7

0.6

0.6
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0.5
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0.2

0.2

0.1

0.1

0

1
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2

0

MLp

MSTUser

PFFP2

Rand

PFFP1

0.9
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0.8

0.8

0.7
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0.6

0.6

0.5

0.5

0.4

0.4

0.3

0.3

0.2

0.2

0.1

0.1

1.5

2

(c)

2.5

3

3.5

4

= [1, 5], test 2

Fig. 7 Performance profiles. Test 2, Test 4

Rand

1.4

(b)

1

1

MSTUser

PFFP2

1.2

= [1,2], test 2

1

0

1

MLp

4.5

5

0

1

1.5

1.6

MSTUser

PFFP2

Rand

2

1.8

2

= [1,2], test 4

MLp

(d)

PFFP1

2.5

3

3.5

PFFP1

4

= [1,5], test 4

4.5

5
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MLp

MSTUser

PFFP2

Rand

PFFP1

1

1

0.9

0.9

0.8

0.8

0.7

0.7

0.6

0.6

0.5

0.5

0.4

0.4

0.3

0.3

0.2

0.2

0.1

0.1

0

1

1.1

1.2
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1.3

1.4

1.5

1.6

1.7
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1
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MLp
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PFFP2
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1.5

PFFP1
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1.9

= [1,1.9], test 4

Fig. 7 (continued)

Table 8 shows average performance degradations of
our strategies. As expected, MST, as a deterministic
runtime-aware allocation strategy, has lowest degradation, which is the best obtained degradation among all
strategies. PFFP2 and PFFP1 have average degradations of 0.58 and 6.85%, respectively.
7.5 Performance profiles. Test 2, Test 4
To help with the interpretation of the data generated
by the benchmarking process, we present performance
profiles of the strategies.
The function p (τ ) is the cumulative distribution
function. Strategies with large probability p (τ ) for
smaller τ are to be preferred. For instance, in Fig. 7a,
p (1.5) = 0.63 means that MSTUser performed at
most 50% worse than the best strategy on 63% of the
considered instances.
Figure 7 shows performance profiles of 5 nonclairvoyant strategies in Test 2 and Test 4, considering
ρ, tw and their mean. They allow us to estimate
the probability of appearance of results with a certain quality. We show the performance profiles in

different ranges of τ to provide objective information
for analysis of a test set.
Figure 7a–b, c–d and e–f show the performance
profiles of the strategies in the intervals τ =
[1, 2], [1, 5], and [1,1.9], respectively. These figures
display the large discrepancies in the performance
ratios on a substantial percentage of the problems.
First, consider ρ metric (Fig. 7a–b). The probability that PFFP1 and PFFP2 are the winners on a given
problem within factors of 1.2 of the best solution is
1 for Test 2. In Test 4, the probability is 1 for PFFP2
and 0.95 for PFFP1. They generate results no more
than 20% worse than best found solution with high
probability.
While, MSTUser provides results within factors of
1.2 with probability 0.12 (Test 2) and 0.4 (Test 4).
If we choose being within a factor of 1.05 as the
scope of our interest, then, the probability that the
PFFP1 and PFFP2 are the winners is about 0.60 in
Test 2 and 0.37 in Test 4. MSTUser obtains the same
results with probability 0.05 in both tests.
Consider now tw metric (Fig. 7c–d). PFFP1 and
PFFP2 have the highest probability of being the better
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Table 9 The competitive
factor varying φ and ψ.
Test 5

0.001
0.0019
0.0028
0.0037
0.0046
0.0055
0.0064
0.0073
0.0082
0.0091
0.01

0.001
1.2178
1.2178
1.2178
1.2178
1.2178
1.2178
1.2178
1.2178
1.2178
1.253
1.2178

0.0019
1.1061
1.2122
1.5555
1.5142
1.5324
1.5601
1.5758
1.925
2.0839
2.2122
1.9614

0.0028
1.101
1.1365
1.2356
1.5561
1.4419
1.5307
1.5194
1.4423
1.5463
1.5049
1.505

strategies. However, they demonstrate reduced quality
of solutions on waiting time than on competitive ratio.
The probability that PFFP1 and PFFP2 are the winners on a given problem is about 1 only within factors
of 2.5 of the best solution. If we choose being within
factors of 1.5 as the scope of our interest, then the
probability that the PFFP1 and PFFP2 are the winners
on tw is 0.47 in Test 2 and 0.32 in Test 4.
If we are interested in solutions within the factor 2,
than either PFFP1, PFFP2 would suffice with a probability 0.73 in Test 2 and 0.65, in Test 4. MSTUser can
provide the same results with probability 0.53 in Test
2, and 0.43 in Test 4.
We can conclude that while PFFP is competitive
in homogeneous environments, the results degrade in
heterogeneous conditions, which are closer to the realworld. Although, it still dominates or equals other
strategies, and has the highest ranking being the better
strategy among non-clairvoyant strategies, the probability of generating results of the highest quality is
reduced. 7.6 Test 5. Analysis of the strategies in a
larger heterogeneous environment.
In Test 5, we increase machine sizes about 25
times from 2, 4, 8 to 50, 100, and 150, ensuring that

Table 10 Degradations. Test 5
Metric

MST

PFFP

MSTUser

MLp

Rand

ρ
tw
mean (ρ, tw )
Rank

0
0
0
1

4.53
8.9
6.71
2

98.30
37.57
67.93
4

100.79
150.72
125.75
5

72.90
27.59
50.24
3

0.0037
1.0873
1.0973
1.166
1.2195
1.3778
1.5066
1.5241
1.5241
1.6896
1.73
1.64

0.0046
1.0594
1.0998
1.1234
1.1911
1.211
1.5472
1.4987
1.4205
1.4205
1.6046
1.602

0.0055
1.0596
1.1055
1.0824
1.1111
1.1789
1.223
1.3684
1.4326
1.4148
1.4756
1.5093

0.0064
1.0853
1.0644
1.0781
1.1475
1.1189
1.1669
1.2631
1.3494
1.4102
1.5472
1.5217

0.0073
1.0817
1.084
1.0902
1.1348
1.0966
1.1944
1.1747
1.2191
1.3403
1.4244
1.5525

0.0082
1.0453
1.0617
1.0964
1.0655
1.1221
1.115
1.1245
1.2019
1.2186
1.3283
1.5635

0.0091
1.0606
1.0674
1.0652
1.0588
1.0932
1.1678
1.1561
1.2018
1.1787
1.2411
1.4155

0.01
1.0573
1.0663
1.073
1.08
1.0769
1.071
1.1299
1.1473
1.1783
1.253
1.2388

utilization is oscillated between 20% and 90% as
suggested in [51, 52].
We consider jobs as bags of tasks (multi-job), a
large set of independent job instances, submitted for
execution in a single step (Table 2).
Table 9 shows PFFP competitive factors varying
values of ψ and φ. The best-found value is 1.0453,
with φ = 0.001 and ψ = 0.0082. Results show the
same values as in Test 3 for small machine, where the
best value is one with φ = 0.0019 and ψ = 0.0082.
The PFFP is compared to MST, MSTUser, MLp,
and Rand (see Table 10). PFFP has rank 2, after
deterministic strategy MST.
We see that it is competitive in a heterogeneous
environment with larger machines. However, results
slightly degrade in comparison with smaller machines.
It still has the highest ranking being the best strategy
among non-clairvoyant ones, however, the competitive factor degradation is increased from 1 (Test 4) to
1.0453 (Test 5).
From probabilities φ and ψ, we derive approximations to a runtime that will not be exceeded with
those probabilities. Since, we give only an approximation, φ and ψ are more like tuning parameters
for our scheme. In our experiments, φ varies from
0.001 to 0.01. It is seen that the smaller value gives
better results (see Tables 5 and 7). So, we do not conduct experiments with a value higher than 0.01. ψ is
also varies from 0.001 to 0.01. Potentially, ψ could
have taken bigger values, for example, 0.05 and 0.1.
Nevertheless, t and z statistical tests showed no difference between the means in columns ψ = 0.0091 and
ψ = 0.01 with p = 0.86 (Table 5), and p = 0.935
(Table 7).
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8 Conclusions
The uncertainty is an important issue that affects
computing efficiency bringing additional challenges
to scheduling problems. It requires designing novel
resource management strategies to handle uncertainty
in an effective way. One of the major sources of
uncertainty is application runtimes.
In this paper, we propose and analyze a probabilistic job allocation strategy PFFP that takes into account
the notion of heavy-tails and self-similarity for the
predictability of the execution times of running and
queued jobs.
We perform statistical analysis and experiments to
determine the tail characteristics of real grid traces,
and estimation of the fractal (self-similar) behavior
of the job runtimes with a Hurst parameter. We validate the model assumptions and tune the strategy
parameters through different experiments.
We conduct a comprehensive performance evaluation study of the PFFP strategy against other
known allocation strategies that are runtime-free (nonclairvoyant) and ones that take into account user
runtime estimates.
In order to provide effective guidance in choosing
the best strategy, we perform a joint analysis of two
metrics (competitive factor and mean waiting time)
according to a degradation methodology that considers multi-criteria analysis assuming equal importance
of each criteria.
To analyze possible biasing results, we present
performance profiles of our strategies.
When we examine the overall performance of PFFP
on the real data, we find that strategies perform well
in different scenarios with a variety of workloads and
infrastructures, even, if they do not take into account
job runtime for job allocation.
We show that using knowledge of the workload
properties (Hurst, scale, and shape of job arrivals),
machine state (number of waiting jobs and machine
size), and jobs properties yields better solutions
instead of only using knowledge of the machine and
job properties for job allocation.
PFFP is adapted strategy. In real systems, φ and ψ
can be dynamically adjusted to cope with the dynamic
situation and different workloads. To this end, the
past workload must be analyzed for a certain time

interval to determine appropriate φ and ψ parameters.
The time interval should be set according to workload
dynamism and system configurations.
However, further study is required to assess their
actual efficiency, effectiveness, and scalability on different distributed infrastructures. This will be subject
of future work requiring a better understanding of runtime prediction. Presented model can be used as a
starting point for addressing the parallel jobs scheduling that brings new challenges, as it requires more
complex model of runtime prediction.

Appendix A: The Workload Analysis
Table 11 shows the descriptive statistics for the job
runtimes. We see that the skewness value indicates
that the data set is not symmetric, ruling out a Normal
probability distribution to model the data. The high
Kurtosis value indicates that the data set is heavy tailed
[53] with values concentrated to the left of the mean,
and extreme values to the right. Pareto I PDF fits to
these characteristics.
Figure 8 presents the histogram to visualize the tail
of the runtime and symmetry. It shows the runtime
distribution that visually confirms the heavy tail of
extreme values with more data points to the left of the
mean (4075 s).

Table 11 Runtime statistics
Statistic

Values

Mean
Standard error
Median
Mode
Standard deviation
Sample variance
Kurtosis
Skewness
Range
Minimum
Maximum
Sum
Count

4075.68
35.41
82.00
9.00
12285.42
150931689.73
102.73
6.77
430979.00
1.00
430980.00
490549246.00
120360.00
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Fig. 9 Pareto fit CDF vs empirical data CDFs

Appendix B: Pareto I

workload job runtimes empirical CDF by minimizing
the Kolmogorov-Smirnov Statistic D [56, 57] with different Sm selections. Figure 9 shows the Fitted Pareto
CDF vs the runtimes Empirical CDF.
Figure 9 shows that even if the goodness of fit is not
the best for values in the tail, it was the best approximation of the empirical data behavior, we could get
with a Pareto I CDF, so we’ll use it to tune the PFFP
strategy.

Now, we fit a Pareto I PDF to get parameters Sm and
β. PFFP uses the Pareto type I distribution with a
CDF (cumulative distribution function) and PDF for a
random variable x defined in (8) and (9)
Sm β
;
x
Sm ≤ x < ∞; β, Sm > 0

CDF : F (x|β, Sm ) = 1 −

P DF : f (x|β, Sm ) =

β

βSm
x β+1

(8)


;

Sm ≤ x < ∞; β, Sm > 0

Appendix C: Hurst Parameter Estimation
(9)

Sm is the scale parameter. It expresses the lower bound
at which the Pareto distribution starts. We estimate this
bound as the value (in the PDF) at which the Pareto
tail begins. It is usually assumed as Sm = min (xi ), but
the value can be selected further down the tail to get a
better fit for extreme probabilities.
To obtain β we used the maximum likelihood
estimation method (MLE) [54, 55].
β = n/

n

i=1

log

xi
Sm

(10)

Where n is the total number of observations and log
denotes the natural logarithm. Using (10), we obtain
β = 0.596 estimate, and Sm = 1320 value from
the tail. In order to select Sm value, we maximize the
goodness of the fit for this Pareto I CDF against the

To assess the presence of self-similarity in our workloads we use the Hurst parameter. We approximate
it with several estimators rather than just one, since
Table 12 Hurst parameter estimation
Estimator

Raw

Detrend
(linear)

Detrend
(poly order 10)

Abry-Veitch
R/S
Absval
Aggvar
Box Per
Higuchi
Peng
Periodogram
Whittle

0.76
0.81
0.83
0.79
0.71
1.00
0.75
0.75
0.77

0.76
0.81
0.82
0.77
0.71
0.82
0.75
0.75
0.76

0.76
0.81
0.79
0.75
0.71
0.78
0.75
0.74
0.75
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estimators are vulnerable when the data has trends or
periodic components [58].
Table 12 summarizes approximations with the raw
data, and data with removed trends (linear and polynomial) as described in [58].
A rough estimation for the range of H can be
drawn using the min and max values for raw data from
Table 12: 0.71 ≤ H ≤ 1.
The Higuchi’s method performs not very well for
our data. We assume that the noise in the data is affecting it in a greater degree than the other methods and
it does not yield an accurate estimation of H for these
data.
The R/S method tends to overestimation for H <
0.75 and underestimation for H > 0.75 [59]. From
the R/S method we can conclude that H ≈ 0.8.
To make a finer approximation, the estimators are
run with de-trended data. Removing linear and high
order polynomial trends, we see that the values are
within bounds 0.71 ≤ H ≤ 0.82. For the poly-detrend
case, the values have less variance than the linear one.
Using the max and min values (from the last column), and ignoring Higuchi and R/S, we conclude
that 0.71 < H < 0.78. This value range indicates
self-similarity.
More evidence of self-similarity can be seen from
the autocorrelation function presented in Fig. 10.
There is a continuous rate of decay that exhibits
a power law rule even at 150 lags. It presents an
evidence of a self-similar process with long-range
dependence properties [11].
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Orgerie, A.-C., Lefèvre, L., Gelas, J.P.: How an experimental grid is used: the grid5000 case and its impact on energy
usage. In: Proceedings of 8th IEEE International Symposium on Cluster Computing and the Grid (CCGrid2008),
pp. 19–22 (2008)
Pawlish, M., Varde, AS., Robila, SA., Ranganathan, A.: A
call for energy efficiency in data centers. SIGMOD Rec.
43(1), 45–51 (2014)
DeCarlo, L.T.: On the meaning and use of kurtosis. Psychol.
Methods 2, 292–307 (1997)
Petersen, J.L.: Estimating the parameters of a Pareto distribution. University of Montana (2000)

55. Rytgaard, M.: Estimation in the Pareto Distribution, pp.
201–216. Astin Bulletin 20.02 (1990)
56. Luceño, A.: Fitting the generalized Pareto distribution to
data using maximum goodness-of-fit estimators. Comput.
Stat. Data Anal. 51, 904–917 (2006)
57. Weber, M.D., Leemis, L.M., Kincaid, R.K.: Minimum
Kolmogorov-Smirnov test statistic parameter estimates. J.
Stat. Comput. Simul. 76, 196–206 (2006)
58. Clegg, R.G.: A practical guide to measuring the Hurst
parameter. In: 21st UK Performance Engineering Workshop, School of Computing Science Technical Report
Series, CSTR-916, pp. 43–55. University of Newcastle
(2006)
59. Kirichenko, L., Radivilova, T., Deineko, Z.: Comparative
analysis for estimating of hurst exponent for stationary and
nonstationary time series. Int. J. Inf. Technol. Knowl. 5(1),
371–388 (2011)

