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a b s t r a c t

We address non-preemptive scheduling problems on heterogeneous P2P grids, where resources are
changing over time, and scheduling decisions are free from information of application characteristics.
We consider a scheduling with task replications to overcome possible bad resource allocation in
presence of uncertainty, and ensure good performance. We analyze the energy consumption of job
allocation strategies exploring the replication thresholds, and dynamic component deactivation. The
main idea of our approach is to set replication thresholds, and dynamically adapt them to cope with
different objective preferences, workloads, and Grid properties. We compare three groups of strategies:
knowledge-free, speed-aware, and power-aware. In order to provide good performance and minimize
energy consumption, first, we perform a joint analysis of two metrics considering their degradation in
performance. Then, we provide two-objective optimization analysis that is not restricted to find a unique
solution, but the Pareto optimal set. Based on these results, we use a Set Coveragemetric for assessing the
performance of our strategies and compare twenty algorithms in terms of Pareto dominance. A case study
is given, and corresponding results indicate that two replicas for knowledge-free algorithms, and one
replica for speed-aware algorithms provide the best energy and performance trade-offs in the scheduling.
They perform well in different scenarios with a variety of workloads and grid configurations.

© 2013 Elsevier B.V. All rights reserved.

1. Introduction

The increasing popularity and diversity of emerging distributed
large-scale computing systems, such as Peer-to-Peer (P2P) desktop
grids [1,2] and Clouds, implies that their resource management
must be able to adapt to changes in their state and requirements to
meet desired Quality of Service (QoS) constraints. As systems scale
and energy consumption increase, such new technologies have the
power to damage our ecosystems. With the growth of computer
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components density, the cooling problembecomes crucial, asmore
heat has to be dissipated per square meter. Another rising concern
is the environmental impact in terms of carbon dioxide emissions
caused by high energy consumption. Therefore, the reduction of
power and energy consumption has become a first-order objective
in the design of modern computing systems. Moreover, energy
consumption has become one of the main problems that the
computer industry has faced due to increasing investment for
maintaining the computers [3], and the reduction in performance
due to increasing temperatures [4]. Furthermore, a recent study
estimates that global data centers energy consumption could
increase 19% this year [5]. The study identifies 31 GW of data
centers power consumption.

Energy consumption is not only determined by hardware
efficiency, but it is also dependent on the resource management
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system deployed on the infrastructure. The scheduling of jobs on
multiprocessors is usually focused on the optimization of common
performance criteria like total completion time, turnaround time,
etc. It is generally well understood and has been studied for
decades. Many research results exist for different variations of this
scheduling problem. There are several research efforts on power-
aware resource allocation to optimize energy consumption at a
single resource computer, a single cluster, or data center. The
power usage reduction is achieved by two policies [6]:

(1) Dynamic Component Deactivation (DCD) that switches off
parts of the computer system that are not utilized [7–10]; this
is also known as a sleep mode, on/off mode, etc.

(2) Dynamic Voltage Scaling (DVS) or Dynamic Voltage and
Frequency Scaling (DVFS) that slows down the CPU processing
speed [4,11].

These policies are designed to reduce the energy consumption
of one machine to be integrated into local resource management
systems [12]. The power-aware distributed machine scheduling
problem has rarely been addressed so far. Unfortunately, it may
result in bad power utilization of resources.

We explore benefits of the first method for P2P desktop grids.
The DCD policy turns off/on machines so that only the necessary
number of machines required for a given workload is kept
active [13]. It can be implemented in standard high-performance
processors without DVS. However, hardware/software support is
needed to signal a machine to transition from inactive to active
state. This method can be implemented as a separate support
server or software service to determinewhethermachinesmust be
turned on. The scheduling mechanism must be aware of the state
of themachines, so that it does not direct request to inactive nodes
without turning them on first.

P2P computing is a rapidly expanding research area spanning
the fields of distributed computing, resource sharing, data stor-
age, resource optimization as well as other disciplines. It offers
promising paradigms for developing efficient distributed systems
and applications. The resource optimization in such an uncon-
trolled environment is a challenge and should consider diverse
aspects with different design goals. The performance of the sys-
tem may be affected seriously due to unsophisticated scheduling
strategies. Knowledge-free strategies and data/tasks replication
mechanisms become commonplace in scheduling applications.
However, only few works consider the energy-aware strategies in
P2P grids.

Sharma and Aggarwal [4] used a statistical approach to predict
workload energy consumption, and DVS to reduce it. Ponciano and
Brasileiro [8] compared idle, standby and hibernation state effects
on QoS, and energy consumption using DCD model. The authors
considered theMost Energy Efficient First (MEEF) andMost Energy
Efficient to Largest Task scheduling strategies. Barrondo et al. [10]
measured energy consumption of the replication mechanism.

In this paper, we extend thework of Barrondo et al. [10] consid-
ering energy-aware strategies together with knowledge-free opti-
mization scheduling. We present experimental results evaluating
the performance of three groups of algorithms: knowledge-free,
speed-aware, and power-aware, considering two objectives (ap-
proximation factor and energy consumption). We study how our
algorithms guarantee to generate a schedule with completion time
being within a certain factor of the optimal solution. Moreover, we
analyze the energy consumption of different grids considering va-
riety of workloads to find a compromise between better execution
time and energy consumption. We also evaluate scheduling algo-
rithms to study relationships between replication, performance,
and energy consumption.

We continue this paper by presenting P2P desktop grid
scheduling in Section 2. We introduce a scheduling model in
Section 3, where we also formally present a related energy model.
We discuss related work in Section 4, and describe our scheduling
algorithms in Section 5. We present an evaluation method for
multi-criteria analysis in Section 6. Experimental setups are
presented in Section 7, while experimental results are analyzed in
Section 8. Finally, we conclude with a summary and an outlook in
Section 9.

2. Peer-to-Peer desktop grid scheduling

There exist various types of desktop grids depending on their
platform (middleware or web based), their scale (Internet or local
area network), architecture (centralized or distributed), and their
service provider (enterprise or volunteer) [14]. We refer to the dis-
tributed, lightweight, Internet, middleware based, opportunistic
and volunteer grids as Peer-to-Peer Desktop Grids (P2P-DG). The
main goal of such systems is to provide fast, scalable, and secure
service [15]. P2P-DGs are very successful in bringing large num-
bers of computing systems together to form vast resource pools.
However, achieving this goal is challenging due to high dynamism
and heterogeneity. Moreover, current Internet connectivity is far
from desirable, new vulnerabilities appear on a daily basis.

Low cost desktop grids are being developed to help with data
processing from scientific projects, for instance, OurGrid [15],
ShareGrid [16], Folding@Home [17], Einstein@Home [18], BOINC
[19], UnaGrid [20], etc. These types of systems are suited to
perform highly parallel computations such as Bag-of-Tasks (BoT)
applications that do not require any interaction between network
participants.

BoT applications simplify the system requirements since a task
completion does not affect other tasks’ completion, meaning that
the grid can deliver execution of applications without demanding
any QoS guarantees from the resources. In spite of their simplicity,
BoT applications are used in a variety of scenarios, including
data mining, massive searches (such as key breaking), parameter
sweeps, simulations, fractal calculations, computational biology,
and computer imaging [15].

BoT applications also simplify the scheduling model by as-
suming that only one task is executed on a computer at a time.
BoT applications are being scheduled with knowledge-free algo-
rithms, such as Work Queue with Replication (WQR) in real P2P-
DGs [15,16]. WQR uses no information about tasks nor machines
and its performance is shown to be not significantlyworse compar-
ing with traditional knowledge-based schedulers [21]. However, it
consumes more computational cycles, and, hence, computing re-
source donors are wasting energy [10]. This kind of waste has a
negative effect on the resource provider economy as well as the
natural environment [3].

In this paper, we incorporate an energy model to the WQR
scheme, and compare three groups of strategies: knowledge-free,
speed-aware, and power-aware. We analyze energy consumption
of job allocation strategies based on variations of the replication
threshold. We perform a joint analysis of twometrics: approxima-
tion factor and energy consumption. That is, together with energy,
we consider the minimization of the largest completion time of
any job in the system to propose strategies that are able to reduce
energy consumption without a significant degradation in perfor-
mance.

3. Model

In this section, we present the models employed for job
scheduling and energy consumption, as well as the required nota-
tions. The scheduling model outlines the model and notations for
machines and tasks, whereas the energy model defines the power
consumption of the machines in different states of operation.
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3.1. Scheduling model

We use a model that focuses on some key aspects of P2P-DG. It
consists of a set ofm heterogeneous machines N1,N2, . . . ,Nm. The
number ofmachines can be changed over time. Let si and effi be the
relative processing speed (or shortly speed), and energy efficiency
(performance per W) of machine i, respectively. The machine with
s = eff = 1 is a slowest and least energy efficient one. Let
S =

m
i=1 si and EFF =

m
i=1 effi be the total speed and total

energy efficiency ofmachines, respectively. S is the grid processing
power, and smax is the maximum processor speed.

Weaddress anoffline schedulingproblem:n tasks T1, T2, . . . , Tn
must be scheduled on m uniform machines. Each task Tj is de-
scribed by its execution time pj on the slowest machine that is un-
known until the task has completed its execution (non-clairvoyant
case).

All tasks are available at time zero. A task can be allocated to any
machine. We consider that a task is assigned to specific machine
only when it is actually available, no local machine waiting queues
are considered.

The start time and a completion time of a task j executed on
machine i are denoted by st ij , and cj = st ij + pj/si respectively. The
completion time of a BoT is denoted by Cmax = maxj=1,...,n(cj). The
total performed work is denoted byW =

n
j=1 pj.

The approximation factor of the strategy is defined as ρ =
Cmax
C∗
max

,
where C∗

max is the optimal makespan.

3.2. Energy model

The power consumption Pcore
i (t) of a core i at time t consists of a

constant part P idleCore
i (power consumed in idle state) and a variable

part PworkCore
i :

Pcore
i (t) = vi(t) ·


P idleCore
i + wi(t) · PworkCore

i


,

where vi(t) = 1, if the core is on at time t , otherwise vi(t) = 0,
and if the core is in operational state at time t, wi(t) = 1, otherwise
wi(t) = 0.

When a core is off, it consumes no power; when it is on, it
consumes P idleCore

i power, even if it is not performing computations.
Therefore, the model assumes that power consumption of all
system components is essentially constant regardless of the
machine activity. Hence, P idleCore

i includes the power consumption
of the core and the power consumption of all other components,
including a cooling system. In addition, the core consumes a power
PworkCore
i when the core is loaded (in operational mode).
The power consumption Pmachine

i (t) of a machine i at time t
consists of a constant part P idleMachine

i (power consumed in idle
state) and a variable part Pcore

i :

Pmachine
i (t) = oi(t) ·


P idleMachine
i + Pcore

i (t)


PopGrid(t) =

m
i=1

Pmachine
i (t)

where oi(t) = 1, if the machine i is on at time t , otherwise oi(t) =

0.
We consider a startup duration (latency to start up), corre-

sponding with power consumption while turning on and off each
component. Therefore, to be effective, a transition has to be done
only if the idle period is long enough to compensate the transition
overhead. In real systems, there is a limited or no knowledge of the
future workload.

For each of the nstartMachine
i times a machine is turned on, it

is ready for operational mode after T startMachine
i time intervals

consuming PstartMachine
i power.

The energy consumed by the grid is the sum of the energy it
consumes for starting up (EstartGrid) its components and the energy

it consumes while its operational state (EopGrid).

Egrid
= EopGrid

+ EstartGrid,

where:

EopGrid
=

Cmax
t=1

PopGrid(t);

EstartGrid
=

m
i=1

EstartMachine
i ;

EstartMachine
i =

m
i=1


nstartMachine
i · T startMachine

i · PstartMachine
i


.

We follow a straightforward approach introduced in [7]: after
completion of a job, a core, and machine will be turned off after
time interval dmachine

i (latency to turn off), if during this interval
any other job is not allocated to the machine. The reason for
introducing this delay is to avoid frequent switches between on
and off states. If within a reasonably short period of time a job
arrives, it makes sense to leave the machine on. In this scenario,
the grid is on for the duration of the BoT application.

Energy efficiency effi ofmachine i is defined as the performance
per W produced by a machine. It measures the rate of job
processing that can be delivered for every W of power consumed.
The reasonable measure of performance is the ratio of the total
work processed over the length of the execution W/Cmax. Power
usage is measured according to the abovemodel, and calculated as
the average power used while running the tasks Egrid/Cmax.

4. Related work

In this section, we give a brief overview of the knowledge-
free and power-aware scheduling techniques. While power-aware
scheduling in a single computer is widely studied and shown to be
effective, green aspects of Grid computing are beginning to emerge.

Develder et al. [7] study dynamic component deactivation in the
EGEE/LCGGrid. Lammie et al. [22] explore energy and performance
trade-offs in the scheduling of grid workloads on large clusters.
The authors analyze the effect of automated node scaling, CPU
frequency scaling, and job assignment. DaCosta et al. [23] present a
framework based on three components: an on/off model based on
an energy-aware resource infrastructure, a resource management
system adapted for energy efficiency, and a trust delegation
component to assumenetwork presence of sleeping nodes. Orgerie
and Lefevre [24] propose an energy-aware framework to manage
different resources on Grid, Cloud and dedicated networks. The
generic framework includes scheduling algorithms to optimize
reservation placements, on/off algorithms to switch resources into
sleep mode, prediction algorithms to anticipate workload and
workload aggregation policies to avoid frequent on/off cycles for
the resources.

Schott and Emmen [25] investigate whether grid volunteer
systems have an overall green advantage over service Grids and
data centers. The authors discuss several approaches that can be
used by green volunteer systems, including the use of sleeping
states. Castro et al. [26] present an energy-aware approach for
opportunistic Grids based on virtualization and consolidation.
The authors propose to consolidate virtual machines into the
resources already executing process of physical users. Ponciano
and Brasileiro [8] investigate sleeping and wake-up strategies in
opportunistic grids. Sleeping strategies are employed to reduce the
energy consumption of the Grid during idleness periods. Wake-
up strategies are employed to choose a set of resources to fulfill
a workload demand.

Energy-aware scheduling strategies like MEEF and MEELT
(Table 4.1) are employed to decide which tasks to schedule to the
available machines.
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Table 4.1
Strategy notations and meaning.

FPLTF Fastest Processor to Largest Task First
MEELTF Most Energy Efficient to Largest Task First
RR List scheduling (Round-Robin) with replication
WQ Work Queue
WQR Work Queue with Replication
WQR-FT Work Queue with Replication Fault Tolerant
MEEF Most Energy Efficient First
ERIDIS Energy-efficient Reservation Infrastructure for

Distributed Systems
DEGISCO Desktop Grids for International Scientific Collaboration
GA-SS Steady-state GA
GA-ST Struggle GA
GA-EG GA with Elitist generational replacement
ME-ME Minimum Energy Minimum Energy
ME-MC Minimum Energy Minimum Completion Time
CRME Contention Resolved Minimum Energy
G-Min, G-Max Shortest (longest) tasks first
G-Deadline The most urgent deadline first
ObFun Uses two objective functions to determine task

assignments
UtFun Schedules tasks based on a utility function
GenAlg-DVS Genetic Algorithm that utilizes DVS
Hibernate Deep sleeping state
Standby Intermediate sleeping state between hibernate and idle
EARI Energy-Aware Reservation Infrastructure
EAMM Energy-Aware Min–Min
NBS-EATA Nash Bargaining Solution for Energy-Aware Task

Allocation

Later in [27], the same authors extend the work by analyzing
the break-even time and the maximum potential of sleeping
states to save energy in P2P Grids. Two sleeping states have
been considered: hibernate, a deep sleeping state, and standby, an
intermediate sleeping state between hibernate and the idle state.

Khan and Ahmad [28] use the concept of Nash Bargaining
Solution from cooperative game theory methodologies for joint
optimization of energy consumption and response time in
computational grids. The computing resources in the grids are
considered DVS-enabled.

Kolodziej et al. [29] address the independent batch-scheduling
problem in grids to optimize makespan and energy consumption.
The problem is formulated as a bi-objective global minimization
problem. The authors propose an evolutionary-based scheduling
algorithm with dynamic voltage and frequency scaling for the
management of the cumulative energy utilized by grid resources.

Lindberg et al. [32] investigate the problem of scheduling
tasks on grid systems, with the aim of minimizing both the
schedule length and energy consumption subject to tasks’ memory
requirements and deadline constraints. A set of eight heuristics
was introduced, including two evolutionary algorithms and six
greedy list-based scheduling algorithms.

Kim et al. [33] study energy efficiency issues in ad hoc grid en-
vironments with limited battery capacity. DVS for power manage-
ment is considered. The authors introduce a set of online and batch
mode dynamic heuristics.

Li et al. [34] introduce an online dynamic power management
strategy with multiple power-saving states.

Table 4.1 informally describes the discussed strategies. Table 4.2
shows their main characteristics.

5. Scheduling strategies

In this section,we discuss three groups of scheduling strategies:
knowledge-free, speed-aware, and power-aware.

We apply the WQR scheme, proposed in [21], as a base of our
algorithms. The scheduler randomly allocates a task to an available
machine until all jobs are allocated. WQR# is based on WQ by
adding # extra replicas for each task. The maximum number of

tasks that can be scheduled is n(# + 1). When there are no more
tasks to allocate, a randomly chosen running task is replicated and
allocated to an available machine. When a machine finishes a task
(or replica), all its replicas are canceled. Replication is the key of
reducing possible negative effect of bad job allocation (long task
on the slower machine) on the schedule completion time.

Weuse two knowledge-free scheduling strategies:WorkQueue
with # replicas per task (WQR#), and propose history based Work
Queue with # replicas (WQR#-h). We also introduce speed-aware
(WQR#-s) and power-aware (WQR#-eff, WQR#-seff) strategies
(Table 5.1).

In the knowledge-free group, scheduling decisions are free from
information of resources and application characteristics. Here, we
consider two strategies with 4 replication thresholds each: WQR#
andWQR#-h. WQR#-h extendsWQR# by using execution history.

If a replica, which is allocated later than a task, completes
earlier, we can conclude that the machine that executed a replica
is faster than machine that executes the task. This information can
be used later on, when the samemachines are available; the faster
machine is selected for job allocation.

Other groups include strategies that use information about
speed of machines, and their energy efficiency. The usage of this
information is a quite reasonable assumption, due to this informa-
tion being easy to obtain during volunteer machine registration.

6. Evaluation method

Since the problem is multi-objective in its general formulation,
two criteria are considered: an approximation factor ρ and energy
consumption Egrid.

A good scheduling algorithm should schedule tasks to achieve
high grid performance,whileminimizing energy consumption. The
problem can be simplified to a single objective problem through
differentmethods of objective aggregation. There are various ways
to model preferences, for instance, they can be given explicitly to
specify an importance of every criterion or a relative importance
between criteria. This can be done by a definition of criteria
weights or criteria ranking by their importance.

In order to provide effective guidance in choosing the best
strategy, we first perform a joint analysis of two metrics according
to mean degradation methodology proposed in [36], and applied
for the grid scheduling problem in [37]. Then, we do not restrict
to finding a unique solution of a given problem, but a set of
solutions known as a Pareto optimal set.We use ametric called Set
Coverage [38] that allows two algorithms to be compared in terms
of Pareto dominance for assessing the performance of strategies.

Degradation in performance. In this approach, the analysis
assumes equal importance of each metric, hence, they can be
averaged. The goal is to find a robust and well performing strategy
under all test cases, on average, with the expectation that it will
also perform well under other conditions, e.g., with different grid
configurations and workloads.

The analysis is conducted as follows. First, we evaluate the
degradation in performance (relative error) of each strategy under
each metric. This is done relative to the best performing strategy
for the metric, as follows:

(γ − 1) · 100, where γ =
strategy metric value

best found metric value
.

Then, we average these values, and rank the strategies.
The best strategy, with the lowest average performance

degradation, has rank 1. Note that we try to identify strategies
which perform reliablywell in different scenarios; that is, we try to
find a compromise that considers all of our test cases. For example,
the rank of the strategy in the average performance degradation
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Table 5.1
Task-scheduling strategies considered in this work.

Strategy Description

Knowledge-free

WQR# Allocates tasks and replicas to available machines randomly
WQR#-h Allocates tasks and replicas to available faster machines based

on the history of using these machines

Speed-aware

WQR#-s Allocates tasks and replicas to the fastest available machine.

Power-aware

WQR#-eff Allocates tasks and replicas to the most energy efficient
available machine.

WQR#-seff Allocates tasks and replicas to the fastest most energy
efficient available machine.

could not be the same for any of the metrics individually or for any
of the grid scenarios individually.

We present the metric degradation averages to evaluate the
performance of the strategies, and show whether some strategies
tend to dominate results. The degradation approach provides the
mean percent of degradation, but does not show negative effects
of allowing a small portion of the problems to dominate the
conclusions based on averages.

To analyze possible negative effects of allowing a small portion
of the problem instances with large deviation to dominate the
conclusions, and to help with the interpretation of the data
generated by the benchmarking process, we present performance
profiles of our strategies.

The performance profile ρ (τ) is a non-decreasing, piecewise
constant function that presents the probability that a performance
ratio γ is within a factor τ of the best ratio [39,40]. The function
ρ (τ) is the cumulative distribution function. Strategies with large
probability ρ (τ) for smaller τ are to be preferred.

Pareto front. Contrary to themean degradation approach,multi-
objective optimization is not restricted to find a unique solution of
a givenproblem, but a set of solutions knownas a Pareto optimal set.
In our case, one solution can represent the best result concerning
the energy consumption, while another solution could be the best
one concerning the makespan. The goal of the decision maker is to
choose the most adequate solution from the Pareto front. Our aim
is to obtain a set of compromise solutions that represent a good
approximation to the Pareto front. Two important characteristics
of a good solution technique are convergence to the Pareto front,
and diversity so as to sample the front as fully as possible.

Set coverage metric. To find a better strategy for a given problem
from considered set, we have to compare their distributions of
approximations to the Pareto front. Often, results from different
multi-objective optimizers are compared via visual observation of
the solution spaces. One step towards amore formal and statistical
approach was made by Zitzler et al. [38] using a set coverage
metric.

The set coverage metric SC(A, B) calculates the proportion of
solutions in Bwhich are dominated by solutions of A:

SC (A, B) =̂
|{b ∈ B; a ∈ A; a ≤ b}|

|B|
.

A metric value SC(A, B) = 1 means that all solutions of B are
dominated by A, whereas SC(A, B) = 0 means that no member of
B is dominated by A. This way, the larger the SC(A, B), the better
the Pareto front A with respect to B.

Since the dominance operator is not symmetric, SC(A, B) is not
necessarily equal to 1 − SC(B, A), and both SC(A, B) and SC(B, A)
have to be computed for understanding how many solutions of A
are covered by B and vice versa.

For instance, set coverage for WQR0 and WQR1 is defined as
SC (WQR0,WQR1) =̂

|{b∈WQR1;∃a∈WQR0;a≤b}|
|WQR1| .

Fig. 7.1. Grid heterogeneity: histogramof themachine speed and energy efficiency.

Table 7.1
Energy consumption and operational mode time.

Parameter Value %

PworkCore
i 19.53 W 10%

P idleCore
i 8.26 W 4%

P idleMachine
i 175 W 86%

PstartMachine
i 201 W 99%

T startMachine
i 89 s

dmachine
i 10 s

7. Experimental setup

This section is devoted to presenting the experiments per-
formed for this work. Parameters of the experiments are detailed.

All experiments are performed using the Grid scheduling
simulator tGSF (Teikoku Grid Scheduling Framework). tGSF is a
standard trace based simulator that is used to study Grid resource
management problems. We have extended Teikoku to include
P2P-DG, energy and replication capabilities. Design details of the
simulator can be found in [41].

Two fundamental issues have to be addressed for performance
evaluation. On one hand, representative workloads are needed to
produce reliable results. On the other hand, a good testing envi-
ronment should be set up to obtain reproducible and comparable
results.

To simulate speed and energy efficiency, first, we set total
relative speed to S =

m
i=1 si = 1000 and total relative energy

efficiency to EFF =
m

i=1 effi = 1000 for all grids.
According to the Energy Star desktop and integrated computers

list [42], machine heterogeneity is obtained from the uniform
distribution si = U (1, 8.5) and effi = U (1, 8.5) (see, Fig. 7.1).
We do not consider correlations between speed and efficiency due
to the high dispersion of parameters in the domain of donated
personal computers.

Parameters of the energy consumption of the machine with
s = eff = 1 are presented in Table 7.1.

We consider 15 types of workloads with size W = 3 600 000.
Applications are divided in three groups that are characterized by a
different mean execution time of tasks p in each BoT: 5000, 25000
and 125000. The variation of job execution times of 0%, 25%, 50%,
75% and 100% relative to p of the group with uniform distribution
is considered for the five subgroups of each group.

We perform an analysis of scheduling strategies under Grid
resources heterogeneity, tasks heterogeneity, and the granularity
of the BoT. Varying p, we set different number of tasks in the
workloads (Table 7.2).
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Table 7.2
Workload.

p n Mean number of tasks per machine

5000 720 7.2
25000 144 1.44

125000 29 0.29

Fig. 7.2. Maximum, 75 quartile, mean, median, 25 quartile and minimum of BoT
with p = 5000, p = 25 000, p = 125 000.

Following [21], we evaluate different Grid scenarios varying
workload from 7.2 tasks per machine to 0.29 tasks per machine.

Fig. 7.2 shows some details of the used workload: minimum,
maximum, quartile 25%, quartile 75%, and median of the tasks
group execution time. We can see that the task resource demands
are not equally distributed and allow simulate different scenarios.

Note that, by fixing S and W , the difference in a schedule total
completion time Cmax is credited exclusively to the scheduling
algorithms.

Further, to calculate the approximation factor of the strategies,
we use a lower bound of the optimal makespan C

∗

max instead of the
optimal makespan C∗

max since determining the optimal makespan
is infeasible:

C∗

max ≥ C
∗

max = max


max

j


pj


smax

,

n
j=1

pj

S

 .

8. Experimental results

This section presents an analysis of the simulation results of
BoT scheduling strategies using the performancemetrics described
in Section 3, the experimental setup and workload described in
Section 7, and the evaluation method described in Section 6.

The experimental evaluation of the strategies is presented in
two steps. In the first step, we compare strategies for each metric
separately, and present their degradations in performance.

Then, we perform a joint analysis of these metrics and present
their degradations and ranking considering two metrics average.
The best strategy, with the lowest average performance degrada-
tion, has rank 1. Note thatwe try to identify strategies that perform
reliably well in different scenarios; that is we try to find a compro-
mise that considers all of our test cases. For example, the rank of
the strategy in the average performance degradation could not be
the same for any of the metrics individually or for any of the grid
scenarios individually.

We analyze 20 scheduling algorithms:WQR#,WQR#-h,WQR#-
s,WQR#-eff, andWQR#-seff, eachwith 4 replication thresholds, in
15 workloads.

Fig. 8.1. Mean ρ of WQR# vs. number of replicas and mean task size [10].

Fig. 8.2. ρ degradation.

Table 8.1
ρ degradation (%).

# WQR WQR-h WQR-s WQR-eff WQR-seff

0 241.59 239.42 67.29 72.17 69.46
1 117.12 112.15 9.28 20.80 16.47
2 51.40 53.24 2.23 12.92 6.00
3 34.14 30.71 1.38 11.12 4.56

8.1. Makespan

Considering WQR# we see that as expected, the makespan (or
approximation factor) of the schedules is improved as the number
of replicas increased. If the mean task size is decreased from p =

125 000 to p = 1000 the difference in degradations becomes
neglected (Fig. 8.1).

Fig. 8.2 shows mean degradation in performance of the
approximation factor ρ with changing of the number of the
replicas. Increasing the number of replicas reduces significantly ρ
from 240% to 34%, if WQR is applied, and from 67.29% to 1.38% for
WQR-s. WQR-s, WQR-eff, and WQR-seff show better results of ρ.

Results are close to the lower bound of the optimal solution so
it is more difficult to reduce ρ (see Table 8.1).

In the set of knowledge-free strategies,WQR-h is more efficient
than WQR to minimize the Cmax criterion, if we use number of
replicas # = 3. Speed-aware and power-aware strategies WQR-
s, WQR-eff, WQR-seff show better results.

Table 8.2 shows the ranking of all strategies according to the
performance degradation forρ. For these test cases, the differences
in average between WQR3-seff and WQR2-s are negligible. Their
performance is as good as that of WQR-s.
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Table 8.2
ρ ranking.

# WQR WQR-h WQR-s WQR-eff WQR-seff

0 20 19 14 16 15
1 18 17 5 9 8
2 12 13 2 7 4
3 11 10 1 6 3

Fig. 8.3. Performance profiles of ρ in the interval τ = [1, . . . , 1.2].

Fig. 8.4. Egrid degradation.

To analyze possible negative effects of allowing a small portion
of the problem instances with large deviation to dominate the
conclusions that based on averages, we present performance
profiles of our strategies.

In Fig. 8.3, we show the performance profiles according to ρ in
the interval τ = [1, . . . , 1.2] to provide objective information for
analysis of a test set. This figure displays the large discrepancies
in the performance ratios on a substantial percentage of the
problems. WQR3-s has the highest ranking and the highest
probability of being the better strategy. The probability that it is
the winner on a given problem within factors of 1.14–1.2 of the
best solution is close to 1. If we choose being within a factor of
1.1 as the scope of our interest, then either WQR3-s, WQR2-s or
WQR3-seff would suffice with a probability 0.95.

The most significant aspect of Fig. 8.3 is that on this test set
WQR3-s dominates other strategies: its performance profile lays
above or equal to all others for all values of performance ratios.

8.2. Energy consumption

Fig. 8.4 shows the degradation in performance of the energy
consumption. Energy degradation is increased with increasing the

Table 8.3
Egrid degradation (%).

# WQR WQR-h WQR-s WQR-eff WQR-seff

0 28.85 29.44 4.14 0.58 0.93
1 53.45 53.45 38.55 36.91 38.37
2 77.07 77.08 65.81 65.67 66.42
3 101.74 101.03 87.48 92.23 89.57

Table 8.4
Egrid ranking.

# WQR WQR-h WQR-s WQR-eff WQR-seff

0 4 5 3 1 2
1 9 10 8 6 7
2 14 15 12 11 13
3 20 19 16 18 17

Fig. 8.5. Egrid performance profile in the interval τ = [1, . . . , 1.2].

number of replicas in all strategies, for instance, from 28.85% in
WQR0 to 101.74% inWQR3, and from 0.58% inWQR0-eff to 92.23%
in WQR3-eff (see, Table 8.3).

The presence of a replication mechanism improves the
execution time, but wastes computing cycles and energy, even if
all replicas are canceled, as soon as one of them is completed.
With increasing task lengths, the waste in energy becomes more
considerable.

Table 8.4 shows ranking of the strategies considering their
energy consumption.WQR0-eff shows better results. However, the
differences between WQR#-eff and WQR#-seff are negligible.

In Fig. 8.5, we show the performance profiles according to Egrid

in the interval τ = [1, . . . , 1.2]. WQR0-seff dominates other
strategies: its performance profile lays above all others for all val-
ues of performance ratios.

8.3. Analysis of two objectives averages under all test cases

Approximation factor and energy consumption are different
and conflicting performance goals. Asmentioned in Section 6, there
are various ways to model preferences, for instance, they can be
given explicitly to specify an importance of every criterion or a
relative importance between criteria.

In Sections 8.1, 8.2, we evaluated the degradation in perfor-
mance of each strategy under each metric (see Table 8.5). Now, we
average these values obtained under different conditions, e.g., with
different Grid configurations and workloads, and rank the strate-
gies.

Fig. 8.6 shows two metrics ρ and Egrid average degradation.
We observe that WQR#-s, WQR#-eff, and WQR#-seff show
better results than WQR#, and WQR#-h. So, information about
infrastructure significantly improves overall performance.
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Fig. 8.6. Average degradation of two metrics (ρ, Egrid).

Table 8.5
Degradations and ranking.

Algorithm ρ Egrid Mean Rank

WQR1-s 9.28 38.55 23.92 1
WQR1-seff 16.47 38.37 27.42 2
WQR1-eff 20.80 36.91 28.86 3
WQR2-s 2.23 65.81 34.02 4
WQ-seff 69.46 0.93 35.20 5
WQ-s 67.29 4.14 35.71 6
WQR2-seff 6.00 66.42 36.21 7
WQ-eff 72.17 0.58 36.38 8
WQR2-eff 12.92 65.67 39.30 9
WQR3-s 1.38 87.48 44.43 10
WQR3-seff 4.56 89.57 47.07 11
WQR3-eff 11.12 92.23 51.68 12
WQR2 51.40 77.07 64.23 13
WQR2-h 53.24 77.08 65.16 14
WQR3-h 30.71 101.03 65.87 15
WQR3 34.14 101.74 67.94 16
WQR1-h 112.15 53.45 82.80 17
WQR1 117.12 53.45 85.28 18
WQ-h 239.42 29.44 134.43 19
WQ 241.59 28.85 135.22 20

Table 8.6
Two metrics average degradation (%).

# WQR WQR-h WQR-s WQR-eff WQR-seff

0 135.22 134.43 35.71 36.38 35.20
1 85.28 82.80 23.92 28.86 27.42
2 64.23 65.16 34.02 39.30 36.21
3 67.94 65.87 44.43 51.68 47.07

Table 8.7
Two metrics average ranking.

# WQR WQR-h WQR-s WQR-eff WQR-seff

0 20 19 6 8 5
1 18 17 1 3 2
2 13 14 4 9 7
3 16 15 10 12 11

WQR#andWQR#-h reveal no significant differences; hence,we
exclude WQR#-h from the further detailed analysis.

WQR1-s with one replica has highest ranking (Tables 8.5 and
8.7). It provides a best trade-off between reducing the completion
time through a replication mechanism and wasting energy due to
consuming more computational cycles by extra replicas. Further
increasing the number of replicas increases strategies degradation
(Table 8.6).

Considering knowledge-free WQR# algorithms, we demon-
strate that two replicas provide the best trade-off.

Fig. 8.7. Two metrics average performance profile in the interval τ = [1, . . . ,
1.2] (ρ, Egrid).

Performance profiles. We now present performance profiles of
our strategies. Fig. 8.7 shows the performance profiles of the
strategies according to the two metrics average in the interval
τ = [1, . . . , 1.2]. They show the probability of obtaining certain
degradation in performance of the two metrics average (τ ).
Strategies with large probability ρ (τ) for smaller τ are to be
preferred.

The most significant aspect of Fig. 8.7 is that no strategies
dominate other strategies for all values of performance ratios.

The probability that WQR1-s is the winner on a given problem
within a factor of 1.12–1.2 of the best solution is about 0.75. If
we want to obtain results within factors of 1.02–1.12, WQR0-seff
would suffice with a probability 0.5–0.7. WQR1-s has the highest
ranking in the previous analysis and the highest probability of 0.75
being of the better strategy, however, it does not dominate, if we
expect results that are less than 12% of the best solution found.

8.4. Bi-objective analysis

In this section, we compare the algorithms in terms of their
Pareto optimality. A solution is Pareto optimal if no other solution
improves it in terms of all the objective functions. In our
case, we denominate a solution as Pareto optimal, if no other
solution among those examined improves on both of our objective
functions. The set of such solutions is referred to as a Pareto front,
and any solution not belonging to the front can be considered of
inferior quality to those that are included. The selection between
the solutions included in the Pareto front depends on the system
preference: if one objective is consideredmore important than the
other, then preference is given to those solutions that are near-
optimal in the preferred objective, even if values of the secondary
objective are not among the best obtained. Then, we use a metric
Set Coverage [38] that allows two algorithms to be compared
in terms of Pareto dominance for assessing the performance of
strategies.

8.4.1. Solution space and Pareto fronts
Our goal is to compute a set of solutions to approximate the

Pareto front. This is not formally the Pareto front as an exhaustive
search of all possible solutions is not carried out, but rather serves
as a practical approximation of a Pareto front.

We computed such an approximation for each of the fourWQR-
variants (WQR#, WQR#-s, WQR#-eff and WQR#-seff), varying the
number of replicas from zero to three, thus obtaining a total of
16 approximated Pareto fronts. The solution sets, and the Pareto
fronts are shown in Figs. 8.8–8.11, one figure per each variant of
the algorithm, and one data set per each number of replicas used.
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Fig. 8.8. WQR# solution space and Pareto fronts.

Fig. 8.9. WQR#-s solution space and Pareto fronts.

Fig. 8.10. WQR#-eff solution space and Pareto fronts.

Fig. 8.11. WQR#-seff solution space and Pareto fronts.

The dots represent the solutions computed by the algorithm,
and the lines connect those solutions that form the Pareto front for

combination of the algorithm variant with replica count. When no
line is shown, the Pareto front consists of a single optimal solution
or small solution cluster located in the lower-left corner of the plot
as it minimizes both objectives.

In some cases, the approximated Pareto front covers a wide
range of values in terms of Egrid, whereas all of the values for ρ
are very similar to one another. It can be seen in Figs. 8.9–8.11
that, in general, the zero-replica versions of WQR0-s, WQR0-
eff, and WQR0-seff are located in the lower-left corner with
little variability, being among the best solutions in terms of both
objectives. They noticeably outperform WQR# variant in terms of
the ρ metric presented in Fig. 8.8.

As expected the energy waste is minimized for the zero-replica
parameterization, as no replicas ever get created. When many of
the solutions are outside the Pareto front, the algorithm’s per-
formance is variable. This is exactly the case of the zero-replica
parameterization: although the Pareto front is of high quality,
many of the generated solutions are quite far from it, and, hence,
a single run of the algorithm may produce significantly differ-
ent results. The other replica-counts produce solution sets more
clustered together, the compactness of the cluster increasing with
the number of replicas. This indicates a more stable behavior of
the algorithm. However, when the Pareto front is very clustered,
the solutions are encompassed showing lack of diversity. This can
leave a system with little choice of which strategy, and which ob-
jective best suit their needs, as all recommendable solutions are
near-identical. Hence, a good algorithm would be one with that
generates a Pareto-optimal solutionwith high probability, but per-
mits a large range of objective values for each objective, permit-
ting the system to sacrifice one objective to give preference to the
other.

In a real Grid scenario, when many of the solutions are out-
side the Pareto front, the replication threshold can be dynamically
adjusted in response to the changes in the configuration, prefer-
ences, and/or the workload. To this end, the past workload within
a given time interval can be analyzed to determine an appropriate
parameters. The time interval for this adaptation should be set ac-
cording to the dynamics in the workload characteristics, and in the
Grid configuration. One can iteratively approximate the optimal
replication.

8.4.2. Set coverage
For each of the twenty approximated Pareto fronts we

computed the Set Coverage metric; the results are shown in
Table 8.8. The rows of the table hold the values of themetric for the
coverage of A with B, whereas the columns indicate the coverage
of B with A. The last two columns indicate the mean value of the
coverage metrics for each row as well as the rank assigned to the
algorithm–parameter combination in terms of the mean of the
coverage metrics. The algorithm with the highest rank of one is
WQR0-seff. However, due to the clustering results into very small
Pareto fronts, this result is not statistically conclusive.

The algorithm–parameter combinations that perform well in
terms of the Set Covering metric are WQR0-seff, WQR0-s, WQR1-
s, and WQR1-seff. They are the ones that find most solutions
that dominate those found by the other algorithms. Note that the
coverage metric is not symmetric: no algorithm outperforms the
others in all cases.

9. Conclusions and future work

In this paper, we analyzed a variety of knowledge-free, speed-
aware and power-aware scheduling algorithms with different
grids and workloads considering two objectives: approximation
factor and energy consumption. These objectives are in conflict:
an improvement of one leads to simultaneous deterioration of
another. Replication strategies enhance a makespan, but provide
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Table 8.8
Set coverage.

WQR WQR-s WQR-eff WQR-seff Mean Rank
0 1 2 3 0 1 2 3 0 1 2 3 0 1 2 3

WQR

0 1 0.333 0 0 0 0.2 0 0 0 0 0 0 0 0 0 0 0.096 13
1 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0.063 16
2 0 0 1 0 0 0 0 0.25 0 0 0 0 0 0 0 0 0.078 15
3 0 0 0 1 0 0 0 0.25 0 0 0 0 0 0 0.333 0.333 0.120 11

WQR-s

0 1 1 1 1 1 1 1 1 0 1 1 1 0 0.5 0.667 0.667 0.802 2
1 0 1 1 1 0 1 0.75 0.75 0 0 1 1 0 0 0.667 0.667 0.552 3
2 0 0 0.5 1 0 0 1 1 0 0 0.5 1 0 0 0.333 0.667 0.375 6
3 0 0 0 0.5 0 0 0 1 0 0 0 1 0 0 0.333 0.667 0.219 9

WQR-eff

0 1 0.667 0 0 0 0.2 0 0 1 0 0 0 0.5 0 0 0 0.210 10
1 0 1 1 0.5 0 0.2 0.5 0.5 0 1 0.5 0.5 0 0 0.333 0.333 0.398 5
2 0 0 0.5 0.5 0 0 0 0.5 0 0 1 1 0 0 0.333 0.667 0.281 8
3 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0.333 0.333 0.104 12

WQR-seff

0 1 1 1 1 1 1 1 1 0.5 1 1 1 1 1 1 1 0.969 1
1 0 1 1 0.5 0 0.4 0.75 0.75 0 1 0.5 0.5 0 1 0.667 0.667 0.546 4
2 0 0 0.5 0.5 0 0 0.25 0.75 0 0 0.5 0.5 0 0 1 1 0.313 7
3 0 0 0 0 0 0 0 0 0 0 0 0.5 0 0 0 1 0.094 14

Mean 0.250 0.438 0.469 0.469 0.125 0.250 0.328 0.484 0.094 0.250 0.375 0.563 0.094 0.156 0.375 0.500
Rank 11 6 4 4 14 10 9 3 15 11 7 1 15 13 8 2

significant increase in energy consumption. Thus, it is difficult to
achieve a suitable compromise. Optimal decisions need to be taken
in the presence of trade-offs between two conflicting objectives.
The main idea of our approach is to set replication thresholds, and
dynamically adapt them to cope with different objective prefer-
ences, workloads and Grid properties. To this end, the past work-
load within a given time interval can be analyzed to determine
an appropriate parameters. The time interval for this adaptation
should be set according to the dynamics in the workload charac-
teristics, and in the Grid configuration.

We compare three groups of strategies: knowledge-free, speed-
aware, and power-aware. Based on a bi-objective optimization
analysis, we show that by combining objective preferences and
replication thresholds a compromise between better execution
time and increased energy consumption can be achieved.

In order to provide effective guidance in choosing the best
objective preferences and replication thresholds, we, first, perform
a joint analysis of two metrics based on their degradations in
performance. The goal is to find a robust and well performing
strategy under all test cases, with the expectation that it will
also perform well under other conditions, e.g., with different grid
configurations and workloads.

Then, we provide bi-objective optimization analysis that is not
restricted to find a unique solution, but the Pareto optimal set,
where solutions are non-dominated. Using these results, we use a
Set Coverage metric for assessing the performance of our strate-
gies: We compare sixteen algorithms in terms of Pareto domi-
nance.

A case study is given and corresponding results indicate that
replication thresholds can be dynamically adapted to different
scenarios. For a given experimental setup, two replicas for
knowledge-free algorithms, and one replica for speed-aware algo-
rithms provide the best energy and performance trade-offs in the
scheduling. They perform reliably well with a variety of workloads
and grid configurations.

The proposed strategies can be used to solve an online schedul-
ing problem without extra computational complexity. However,
further study is required to assess their actual efficiency and ef-
fectiveness. This will be the subject of future work. Moreover,
scheduling in Grid environment, where time sharing of jobs onma-
chines is available, providing dynamic variation of their speed, is
another important issue to be addressed. The communication la-
tency is an additional relevant issue to be considered.
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