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objects with technology—for instance, an embedded 
microcontroller and radio frequency unit—to provide 
computing and communication capabilities, thereby cre-
ating “smart objects.”

We believe that it is possible to extend the current 
paradigm of a universal information browser to the IoT. 
However, any such browser must consider the important 
differences between the Internet and the IoT, which encom-
passes a combination of virtual and physical entities rather 
than solely Web documents. These differences led us to 
propose a design space for IoT browsers called sentient 
visors and to implement a prototype system. 

BROWSING THE INTERNET OF THINGS
As the IoT becomes a reality, some questions arise: How 

do users navigate through the myriad information gen-
erated not only by people but also by machines? Is the 
paradigm of a universal information browser still valid? If 
so, what characteristics should such a browser have? What 
is an appropriate model for interacting with smart objects 
in our surroundings? 

To answer these questions, it is important to compare 
the IoT with the traditional Internet. Table 1 highlights the 
key differences.

Proximity 
Where a Web document resides—on a server down the 

hall or across the world—is usually irrelevant. Web caches 
might include the geographic location of information, but 
in general users do not care about this information. In 
contrast, people might want to know what smart objects in 
their vicinity are telling them, so the locality of generated 
information in the IoT becomes relevant. 

B efore the advent of the World Wide Web there 
were computing systems that, with varying 
degrees of success, let users navigate the Inter-
net’s information space. Archie, for example, 

allowed access to data repositories via the File Transfer 
Protocol, while Gopher provided menu-based browsing 
of topics. The Web, however, accomplished what its pre-
decessors could not: it unified information naming and 
access through URLs and allowed information browsing 
through a consistent paradigm (hypermedia) as well as a 
consistent interface (the browser). 

Web 2.0 went beyond organizing and searching infor-
mation to providing facilities for user-generated content 
and social networking. More recently, Tim Berners-Lee’s 
seminal vision of having machine-readable metadata to 
allow agents and other software entities to access the Web 
more intelligently is becoming realized in the Semantic 
Web. 

A fourth stage in the Web’s evolution is taking shape 
as everyday objects are being connected to the Internet; 
this includes various types of sensors, household ap-
pliances, ambient devices, actuators, and so on. In this 
Internet of Things (IoT), developers augment common 
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Physicality 
Connecting devices to the Internet is not new. Vend-

ing and coffee machines have been networked since the 
1970s, and for quite some time telemetry equipment has 
generated data accessible on the Web via CGI (common 
gateway interface) and other scripts. However, the IoT is 
all about connecting objects and augmenting them with 
computing and communication capabilities, so physical 
entities play as important a role as virtual ones (software). 

Interactivity
Although most Web browsers can render user inter-

faces that go beyond the simple interactive forms of plain 
HTML—for instance by using Ajax, Java, or Flash technolo-
gies—they retain traditional GUI metaphors to facilitate 
data entry and manipulation. In the IoT, both physical 
space and information are part of the browsing experi-
ence, adding new dimensions to interactions. Examples 
include direct manipulation of objects and taking advan-
tage of proximity to perform semantic zooms. 

Semantics
The Semantic Web exploits the semantics associated 

with data to improve searches and interactions between 
applications. The IoT goes further, using semantics about 
smart objects to identify their properties (metadata), pro-
vide appropriate interactions, and infer context about 
them. This in turn is critical to constructing proactive, 
context-aware systems. 

Service discovery
An essential component in the Semantic Web is soft-

ware agents that automatically discover and use one 
another’s services. In the IoT, physical entities can also 
be abstracted to provide services, but their physical loca-
tion has special relevance as a user might be interested in 
services provided by nearby objects. 

SENTIENT VISORS
Because the IoT comprises physical as well as virtual 

space, an IoT browser should be aware of its surround-
ings, capturing and interpreting information emitted by 
smart objects. Sentient visors enable the exploration of 
augmented spaces by identifying smart objects, discover-

ing any services they might provide, and interacting with 
them. 

For more than three years we have been exploring the 
sentient visor design space and its supporting infrastruc-
ture.1-4 Our design methodology has included the creation 
of domain-specific prototypes (such as ambient assisted-
living systems), topics for focus groups to provide feedback, 
and user interviews and questionnaires. These experi-
ences, combined with analysis of previous research and 
input from colleagues in the field, have led us to identify 
six design dimensions, shown in Figure 1, that should be 
considered when developing sentient visors. 

Table 2 summarizes the design dimensions, with sample 
values and examples. An instantiation of a sentient visor 
should include all dimensions, but visors can differ de-
pending on the values they have along the dimensions. For 
example, for the multimodal information dimension, one 
visor might render images on top of a video stream, while 
another might also provide audio output. In the case of the 
mixed-reality user interface dimension, one browser might 
feature an augmented reality (AR) display, while another 
offers augmented virtuality capabilities using real-world en-
tities in virtual worlds, possibly via a head-mounted display. 
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Figure 1. Six design dimensions should be considered when 
developing sentient visors.

Table 1. The Internet versus the Internet of Things.

Characteristic Internet Internet of Things

Proximity Irrelevant Local objects generate information 

Physicality Physical objects can be connected Physical objects should be connected

Interactivity Limited to two-dimensional GUI Physical objects plus information can add other dimensions to interactions

Semantics Necessary for better searching Necessary for better searching and interactions

Service discovery Web service discovery Web service discovery plus location
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Contextual awareness
The primary purpose of sentient visors is to allow 

browsing information spaces that constitute a mix of vir-
tual and physical entities. A visor must obtain contextual 
information gathered by accelerometers, microphones, 
and other sensors available in mobile devices to determine 
if any entities are augmented with information, what this 
information means, and how to interpret and represent it. 
Contextual awareness is thus an important design feature 
of sentient visors. 

Anind Dey5 has proposed three categories of features 
that a context-aware application should support: presen-
tation of information and services to a user, automatic 
execution of a service for a user, and tagging context to 
information to support its retrieval.

Object identification and service discovery
To identify smart objects within the environment and 

the services they provide, sentient visors should reside in 
smartphones, tablet computers, and other physical devices 

Table 2. Design dimensions for sentient visors.

Dimension Some values Examples

Contextual awareness Tagging “This patient needs further analysis”

Presenting information and services Food chart with nutritional values
Representation options
Indoor guide

Automatic execution of a service Concealing/revealing information according to a user’s role
Opening doors

Object identification and service 
discovery

Visual identification Bar codes
Quick response (QR) codes
Object recognition

Electronic signals identification Radio frequency identification (RFID)
Near field communication (NFC)
Global Positioning System (GPS)

Service discovery Directory-based 
Ad hoc

Contextual reasoning Thematic “Medication intake”
“Watering pot”

Spatial “Outside”
“Meeting room”
“Near the stairs”

Temporal “Afternoon”
“From 10 to 11 am”
“Next 5 minutes”

Semantic communication Representation Data format
Engineering units
Ranges

Visualization Text
Graphics
Contextual choices

Interaction Choose interaction according to discovered object’s functions    
and capabilities

Self-discovery Device the visor is running on
User profile

Mixed-reality user interface Ranging from augmented reality (AR) to 
augmented virtuality

Virtual guide with AR on smartphone
Engine assembly guide using a head-mounted display

Multimodal information Input Buttons
Multitouch screen
Direct object manipulation
Voice

Output AR display
Voice
Actuator
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incorporating video cameras, graphics processing abilities, 
data communication interfaces, and possibly expansion 
interfaces such as USB ports to connect new hardware 
capable of sensing. 

A smart object will typically have some kind of tag 
such as radio frequency identification (RFID), a barcode, 
or a quick response (QR) code to enable its identification. 
A more sophisticated sentient visor could also exploit 
object recognition technologies. 

Once it has identified a smart object, a sentient visor 
must be able to discover what kind of service it pro-
vides—for instance, temperature readings or location 
determination. Thus, service discovery is an important 
design consideration as well as object identification. 

Contextual reasoning
Identifying a smart object and discovering the ser-

vices it provides are necessary first steps to interact 
with it, but context-aware systems should also be an-
ticipatory and proactive. At present, browser interaction 
commonly occurs via direct text input, touch gestures, 
and clickable areas. However, a sentient visor must also 
react to more subtle inputs such as pointing to places, 
the current time, the user’s gender, and an object’s 
owner that are not important for a traditional browser. 
Sentient visors should therefore support contextual 
reasoning. 

Semantic communication
Users can obtain primary context from data captured 

by sensors, but obtaining derived context to receive 
relevant information or services requires making in-
ferences about the data. Semantic communication 
with smart objects allows a sentient visor to go beyond 
simple object identification and service discovery to 
determine what the object is trying to convey. This en-
ables better inferences and thus richer interactions. 
Semantic information can include, for example, the 
type and format of readings made by the object, the 
visual representations it uses (for example, pictographs 
or scientific plots), and characteristics of the services 
it provides. 

Mixed-reality user interface
To navigate the IoT’s integrated physical and virtual 

space, users with little technical knowledge or experience 
with different types of mobile devices need a mixed-reality 
interface.6 The AR paradigm is ideal, as an AR device can 
superimpose visual information from a smart object at 
which it is pointed on top of a video feed of the surround-
ing environment. As the “Using AR Displays to Navigate 
Augmented Environments” sidebar describes, researchers 
have developed many AR systems to augment the user’s 
perception of the real world.

Multimodal information
Given the variable behavior and environments that 

could be present in different scenarios, sentient visors 
need to manage multimodal information, adapting 
input and output to user preferences. For instance, 
if a user is visually impaired, the visor could use  

USING AR DISPLAYS TO NAVIGATE  
AUGMENTED ENVIRONMENTS

A ugmented reality has been used since the mid-1990s to 
navigate physical spaces and access data about objects in 

those spaces. Early AR systems such as a prototype developed at 
Columbia University1 and NaviCam2 enabled a user to explore the 
environment and see information about objects in the line of sight. 
However, these systems could not find and use services provided 
by those objects, nor could they infer, for example, when to play an 
audio stream rather than display an animated graphic according to 
user needs and contextual data. 

Joseph Newman, David Ingram, and Andy Hopper3 designed an 
indoor system to provide context-sensitive visualization using 
head-mounted displays or mobile devices such as PDAs. Their pro-
totype relied on an in-building positioning system to determine the 
location of smart objects, persons, and other entities and construct 
a software model of reality. 

Alex Wright4 proposed using next-generation smartphones to 
run context-aware applications that could track users’ behavior, 
anticipate their intentions, and provide information about the 
immediate environment. He envisioned these applications using 
AR as the primary means for user interaction and visualization.

Recently introduced smartphone-based AR browsers such as 
Layar (www.layar.com), Nokia Point & Find (http://pointandfind.
nokia.com), and Wikitude (www.wikitude.org) cannot be consid-
ered sentient visors as they do not comply with all of the design 
requirements. Most notably, these browsers do not have contex-
tual reasoning capabilities, their context awareness is very limited 
(primarily reduced to location awareness), and they completely lack 
semantic communication with objects in the environment. 

Some recent projects are using AR to navigate the IoT. For 
instance, Antto Ajanki and colleagues5 have developed an AR plat-
form that infers relevant information about objects, people, and 
the environment based on gaze and speech signals. However, it dif-
fers from the concept of sentient visors in that it does not use 
service abstractions for objects, it does not consider location infor-
mation, and there are no semantics to support making inferences. 
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auditory, instead of only visual, means to communicate 
information. 

SENTIENT VISOR PROTOTYPE
We have developed UbiVisor, a prototype sentient visor 

system that includes a browser and the supporting infra-
structure. To illustrate its use, we consider a simple but 
representative application in which a plant pot is equipped 
with a small device that senses ambient temperature and 
soil humidity and wirelessly transmits the results. 

A person with a UbiVisor-equipped device receives sig-
nals when passing by an augmented pot and is alerted if 
any of the sensed parameters lie outside the appropriate 
value ranges. For example, if the soil is too dry, the system 
sends an alert indicating that the humidity is below the ac-
cepted threshold; if the user points the device at the pot, a 

thirsty face icon superimposed on top of the pot visually 
represents this situation, as the left side of Figure 2 shows. 

In this example, the icon adequately conveys the plant’s 
need for water. However, what if, as the right side of Figure 
2 shows, the user wants to know the exact soil humidity 
or temperature, or wants to choose among different forms 
of representing the information—for example, a bar ther-
mometer, gauge, or some other type of meter?

This is where semantics come into play, as metadata an-
notations let software agents share, reuse, understand, and 
make inferences about contextual information. Enabling 
this behavior requires developing a knowledge represen-
tation model that defines objects, concepts, relations, and 
other entities in the domain of interest. The UbiVisor pro-
totype currently uses Resource Description Framework 
(RDF) ontologies, but we are considering other options.

Continuing with the plant pot example, the sentient 
visor’s discovery module could be hard-coded to scan the 
right radio frequencies, decode the data packets being 
emitted, identify the sending object, and interpret the in-
formation by converting it to temperature and humidity 
values. However, anyone wishing to interact with the aug-
mented pot must carry this hard-coded version of the visor. 
This situation is far from optimal; it would be preferable 
to have a visor capable of scanning the radio waves and 
interpreting whatever the object is sending, even if it is a 
new type of object. As in the case of displaying informa-
tion, semantics holds the key to this problem.

SYSTEM ARCHITECTURE
Figure 3 shows the general UbiVisor architecture, which 

is currently implemented in Java. The system uses the 
Processing language (http://processing.org) to render 3D 
graphics, the Jena framework (http://jena.sourceforge.net) 
to manipulate RDF documents, and the ZXing barcode 

Figure 2. An augmented pot indicates that the plant within needs watering through an iconic depiction (left) and by showing soil 
temperature and humidity values (right). 
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Figure 3. UbiVisor system architecture. 
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image processing library (http://code.google.com/p/zxing) 
to decode QR codes. 

Mobile client 
Residing on a mobile device, the context capture module 

discovers nearby smart objects abstracted as services; it 
also manages contextual information such as user and 
device profiles, location information, object identifiers, 
and other variables useful for determining context. The 
context capture module identifies an object via an RFID 
or a QR code. The decoded information contains a uni-
form resource identifier (URI) pointing to an RDF resource; 
this resource uses ontologies and rules that are useful for 
interpreting the meaning of the information sent by the 
smart object, as well as for rendering the information in 
the chosen format on the device’s display. 

Also on the mobile client, the augmented reality module 
receives a semantic model indicating the type of graphic 
element to be rendered and a URI containing any image to 
be displayed. Overlaying images on a video feed is the most 
common way to augment reality, but additional modalities 
include using audio or other sensorial outputs. The visor 
core module initiates and coordinates both the AR and 
context capture modules.

The UbiVisor software within the mobile client has all 
the necessary elements to detect the presence of smart 
objects, initiate their identification, and interact with them, 
including rendering information using AR. However, a sen-
tient visor is essentially a distributed system that involves 
several networked elements. For instance, once the system 
detects a QR code tag, it obtains a URL and consults an 
external server to obtain the associated resource. Com-
munication between networked entities is conducted via 
HTTP using the Representational State Transfer (REST) 
software architecture, an approach proposed by others 
researching the IoT.7 

Servers
An external server contains a semantic models module 

and a context processing module. Both modules collaborate 
to receive any information sent from the context capture 
module on the mobile client, create a semantic model, and, 
based on this model, make inferences about the type of 
information to send to the client. User and device profiles 
based on the Composite Capability/Preference Profiles (CC/
PP) model help in making inferences. 

In some situations, the system might need to invoke 
other external servers to use third-party services such as 
Google Maps. We have developed the UbiSOA platform, 
which provides basic services for ubiquitous computing 
environments, such as indoor localization, access to sens-
ing platforms, and interaction with RFID infrastructures. 
Detailed information about the project as well as source 
code are available at www.ubisoa.net.

W e are considering several aspects to further 
develop our sentient visor system. Privacy is an 
important feature that is often overlooked in 

the IoT and in ubicomp systems in general. Not all smart 
objects should disclose information to everyone, so there 
should be mechanisms to restrict disclosure to selected 
entities—for example, through profiles. 

Semantics play a key role in sentient visors, and we 
are implementing RDF-based Semantic Web technologies 
in UbiVisor. However, these technologies have not been 
widely adopted because Web publishers find it cumber-
some to augment their content with semantics; in addition, 
the World Wide Web Consortium (W3C) standardization 
process has been slow. Consequently, alternative ap-
proaches such as microformats have started to emerge 
and gain adopters. 

We are currently considering the RDFa schema, which 
embeds RDF annotations within an XHTML document in 
manner similar to microformats, enabling a compliant 
user agent to automatically extract an RDF serialization. 
However, whatever standard prevails does not impact 
the long-term prospects of our proposed system, as the 
design space does not require using a particular semantic 
technology.

Another fundamental issue worth examining is the 
browser-centered paradigm, which has its limitations. It 
might not be appropriate or even practical to always carry 
a physical device with a sentient visor, and sometimes it 
might be more effective to visualize information on public 
displays, especially in the case of shared information. 

Some smart objects could take the form of ambient 
devices that convey subtle but sufficient information, elimi-
nating the need for another entity to visualize their data. 
Also, some applications like environmental monitoring might 
lend themselves better to presenting data from collections 
of objects—for example, the average temperature and hu-
midity of an entire field. In these cases, it is not necessary 
for the user to be physically present in the place where the 
data is being gathered. In addition, some objects, although 
networked, could have simple, specialized displays that users 
could consult when they are nearby, such as an HVAC system 
with a panel that displays current settings via a small LCD. 

It is also worth noting that browsing through 2D pages 
and using backward/forward functions do not translate 
adequately to the IoT’s dynamic physical environments. 
For the same reason, the Web’s stateless nature poses im-
portant challenges. Accessing virtual entities, such as Web 
pages, is also very different from accessing physical enti-
ties such as actuators. 
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