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ABSTRACT
Predicting the location of a mobile user in the near future
can be used for a very large number of user-centered or
crowd-centered ubiquitous applications. It is convenient for
the discussion to think in terms of discrete locations driven
by Points of Interest (POI) instead of absolute positions.
We postulate that POI sequences are Markovian once the
data is clustered by day of the week and time of the day.
To prove our hypothesis we used a public dataset, used in a
previous work [15]. In that paper the authors were able to
predict the location of a user with 90% to 70% accuracy in
five minutes and one hour time windows, respectively. With
our approach, using Hidden Markov Models, we are able to
predict the next POIs within seven hours without signifi-
cant accuracy decrease. This result enables a large number
of potential applications where the aggregate data of a single
users conform the behavior of the crowd.
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1. INTRODUCTION
Many everyday tasks depend on deploying resources accord-
ing to the number of users at a given time in a given location.
A quick example is the number of cashiers to be deployed
in a supermarket or bank. The traditional way to forecast
the resource deployment is by taking local statistics of the
requested amount of resources. While this approach is valid,
the use of smartphones as a pervasive way to establish pres-

ence 1 may allow to switch the perspective of the problem.
Local statistics can be substituted by forecasting the loca-
tion of a very large sample of users within a few hours time
span. Each user data is mined to extract mobility patterns.
And as a byproduct it is possible to predict the capacity re-
quest for a particular resource. Furthermore, local statistics
and crowd location forecasting methods can be combined to
increase the accuracy of the prediction.

Mining individual mobility patterns allows to serve various
applications. The general public (including banks, retail
stores or traffic authorities) could query a location fore-
casting service to know the capacity of a specific Point of
Interest (POI). Relevant examples of usage include traffic
shaping when a blockage or detour suddenly appears. Cur-
rent traffic applications make use of the online updates of
the position of the users, but are unable to anticipate an
overcrowding highway. In one application scenario, a user
may query the capacity of a given POI (think for example
in a fast food location) and decide between many different
alternatives based on that measure.

A more specialized service can warn the user about a po-
tential overcrowded POI he is about to visit in the next few
hours. This is a potential paradox, since all users using the
service may back off and avoid the POI, which will not be
overcrowded at the end. This may have the same effect of
trying to predict the behavior of an individual stock option,
any successful forecasting algorithm can change the behavior
of a system. For the time being we will focus on forecast-
ing the user location without worrying about paradoxical
behavior.

Users should be assured about the potential usage of their
data. Disclosing their current location implies they are dis-
closing travel patterns and the individual forecast of their
location. The service should provide secure ways to disclose
the location of anonymous users, since the objective is to
infer the location of a crowd in a given POI.

We are not aware of public repositories of user location logs
for general purpose applications. Since we need to bench-
mark our approach, we selected Internet user connections as
an example because there is a large body of user location

1As of February 2012 nearly half of the american
adults use an smartphone ( http://pewinternet.org/~/
media//Files/Reports/2012/Smartphone\%20ownership\
%202012.pdf)



data is available for benchmarking. The results of the appli-
cation predict the location of a single user at a given time,
it is not difficult to see that we can predict how many users
will be in a particular POI at a given time. Predicting the
location of every user in the system is a way to estimate how
many users will be in every POI.

The rest of this paper is organized as follows: we discuss
with some detail the related work in spatio-temporal predic-
tions. After that, we describe our approach which is based
on clustering the user data by periods of time, we postulate
that this clustering makes the sequence of user positions a
Markovian chain; hence we use Hidden Markov Models for
the forecasting part. Next, we experimentally validate our
approach using a public dataset. Finally, we discuss the
scope and limitation of our approach and present some con-
clusions.

2. RELATED WORK
Mobility prediction, mining or forecasting have many differ-
ent sources depending on the application. Some works try
to characterize the activities of a user, to obtain behavior
patterns and predict mobility as in [14, 5, 13]. One partic-
ular approach in [15] is general enough to be significant to
compare with our approach. The idea is to perform mobility
forecasting by identifying significant locations, in particular
locations with WiFi access. Access points have the charac-
teristics of a POI. It is important to notice, however, that a
user may not connect to a hotspot and may still be there.
Hence we need to take this data with caution. The authors
of [15] get as reference the sequence of the places visited
by a user, and using the historical records, they search for
a similar pattern in the past to predict the next place to
visit and the time the user will stay there. The best pre-
cision (about 90%) is obtained when the prediction period
is only about 5 minutes, if the prediction time increases to
60 minutes the precision drops to 70%. We selected the
data, which is publicly available, to test our proposal; we
compared with the results of this paper and improved the
prediction significantly.

In some application scenarios of position forecasting, the
user can transit in a discrete network. From a given cell
the user can reach a limited number of cells. This happens
for example in the cellular network, a user moving from one
cell to another, can benefit from some caching in the data
transmission if the next cell to be visited can be anticipated.
Assuming the user does not suddenly disappear, she will
leave one cell and connect only to one of the neighboring
cells of the current position. This approach is explored in
[7] and the authors use some machine learning approaches
to deduct the next cell of the user. As it can be seen, this
is a restricted version of the problem stated.

3. USER MOBILITY
People have recurrent mobility patterns, it is rare to have
a completely erratic behavior over the time. We normally
have routines which can vary over time, but within certain
behavior boundaries. We can distinguish between weekday,
weekend, monthly or annually patterns. This is analyzed in
[14, 16]. Once we recognize the user mobility pattern, we are
enabled to predict her position in time and space. In this
work we have fixed our attention in three major features of

Figure 1: The next user location depends only on
the current location, once the sequences have been
factorized by week day and time of the day.

user mobility and considering their interrelation we can infer
user mobility (Figure 1).

3.1 Temporal Patterns
It is reasonable to assume certain periodicity in location/time
patterns. Usually weekdays are similar, people tend to orga-
nize their life according to working hours and our hypothesis
is that activities in the same weekday will have a repeti-
tive pattern. A corresponding periodicity is observed dur-
ing weekends. The places visited during weekdays at the
same hour are postulated to be the same. We will group the
historic data by weekdays, weekends and hours.

One additional observation is that the current location in a
given day and hour, conditions the next place to be visited.
For example if one user is at home at 7:00 AM on a Monday,
the next place he will be at is most likely the coffee shop or
the office, but not the restaurant or a movie theater. This
can be described with a Markov chain. The main property,
the Markovian property [2], is that the current place is only
a function of the previous place. Our main claim is that once
the data is grouped by the above temporal slices (weekdays
and weekends, hours and minutes) the sequence of places
visited form a Markovian chain.

4. CONNECTIVITY PREDICTION
In order to make spatio-temporal predictions of Internet user
connections, we consider three features for mobility (week
day, time of the day, and current location) and the rela-
tionships between them. Accordingly, if during the last 4
Mondays the user has connected at home at 07:00, then at
09:00 at her office, then at 14:00 at a restaurant, and so on,
until connecting again at home at 22:00, it could be deter-
mined with a certain probability that the user will follow
the same sequence of connections next Monday (Figure 1).
That is, next Monday she will probably connect at home at
07:00, and then according to the observed transition on the
previous Mondays, it is probable that she will next connect
at the office around 09:00.

Several methods have been proposed to identify places that
have significance for a user [5][9][4]. We should note that
these places are usually called significant places in the lit-
erature, although in this paper we will refer to them as
points of interest (or abbreviated as POI). In some previous
works with similar applications, the POIs have been identi-



fied using GPS records [13],[9]. Locating POI’s with a GPS
makes a lot of sense for our application, unfortunately the
data used in those papers is not available. We will use the
publicly available WiFi access points records of [15] for our
work. Therefore, we consider points of interest those pro-
viding Internet connectivity, which the user visits frequently
and spends some time at; a place is considered significant if
the user spends at least t seconds there on each visit, and
he has visited it at least n times

User mobility may vary over time and thus the places vis-
ited. Places that some months ago were frequented by a
user, may eventually cease to be of inters. For instance, the
significant places for students differ when there is a school
period, spring break, or winter vacations. Therefore, we ap-
plied the two metrics to the records of different periods of
time (one, two and three months). In the next section we
present the results using the presented metrics.

4.1 Our concrete experiment
A Hidden Markov Model (HMM) [11] is a finite state ma-
chine consisting of a set of hidden states (Q), a set of obser-
vations (O), transition probabilities (A), emission probabil-
ities (B), and initial probabilities for each state (π). Hidden
states are not directly visible, although observations are vis-
ible. Each state has a probability distribution over the set
of observations. Hence, if we consider a sequence of obser-
vations it would be possible to determine the sequence of
hidden states that generated it (Figure 2).

Taking the above into account, if we have knowledge about
the day of the week, the transition of the user between the
POIs, and the probability of a user being connected at a
given place at a given time, it is feasible to predict in which
POIs a user will be connected at a given time period. For
instance, if we know that the connection sequences for a user
in the last 3 Mondays were: at places defined as q1, q2, and q4
respectively, at 07:00, 09:20, and 14:30; in q1, q2, and q4, at
07:10, 09:05, and 14:08; and finally in q1, q2, and q4 at 07:15,
09:10, y 14:17, then it is possible to infer the sequence for
the following connections. Therefore, in order to predict the
connections that will take place next Monday in the 08:30 to
15:00 time period, we will consider the connections that took
place the preceding Mondays in the same time period, the
places where they were made, and the mobility of the user
between those places. This way, there would be a certain
probability of the resulting sequence being at places: q2 and
q4, with approximate connection times of 09:15 and 14:00,
respectively.

5. OUR MODEL AND EXPERIMENTS IN
DETAIL

5.1 Dataset
In order to evaluate our proposal we used Dartmouth’s dataset
[6]. This dataset contains records of connections of the Dart-
mouth College Campus, captured over a period of 3 years.
One reason for the selection of this dataset is that for each
record, it provides date, place (access point) and time of
connection. Therefore, it is possible to define the required
parameters for the HMM and estimate user mobility be-
tween POIs and the associated connection times. Also, this
dataset has been used in different published works [15, 13]

to estimate user mobility, providing a good references for
comparison purposes.

5.2 POI selection
Even though the selected dataset has a great amount of
records for each user, not all of them are useful for our pur-
pose; some of them have short periods of connection. There-
fore, we have only considered the records having connection
times of more than t = 30 seconds, this is in order to avoid
places that are not important to the users. For instance,
when the user passes by a public place with WiFi connec-
tivity, a connection could be automatically made as the wire-
less interface scans and finds an access point, but this will
be a short-lived, involuntary and needless connection. Also,
with connections lasting at least 30 seconds, using a 802.11g
interface, and under an optimistic scenario, it is possible
to make transfers of 200 MB approximately. Considering
that the WiFi connectivity may be intermittently available,
a long time connection can be split in several shorter con-
nections. In order to avoid this problem, and to obtain a
more accurate prediction, we merge the records if: given a
sequence of records to the same place, the end time of the xi
record is close to the start time of the xi+1 record. That is,
EndTimexi −StartT imexi+1 ≤ δ. We defined the value of δ
= 300 seconds, as NextPlace did. After we apply the merge
procedure, we select the POIs according to the frequency of
visits; we define a place as a POI if the user has visited it at
least n = 20 times.

As it was mentioned before, we are interested in to identify
the places that are significant at the time. Therefore, for
each user we take as reference the records of the last month,
and we apply to them the mentioned metrics. Then we ap-
ply the metrics to the records corresponding to the previous
one, two, and three months. When considering the records
of the previous month we obtain on average 5.83 POIs; in
contrast, using records of the previous two and three months,
we obtain 8.95 and 9.08 POIs, respectively. Finally, we com-
pare the POIs of the last month with those obtained using
the records of the previous one, two and three months. Al-
though, using records of the previous three months we ob-
tained the most number of POIs, the records of the previous
two months define in a more accurate way the current POIs
for each user. Therefore, the records for the last previous
two months are used to define the HMM and thus make the
spatio-temporal prediction.

5.3 Spatio-temporal prediction
Due to the characteristics considered about the mobility of
each user, and the relationship between these characteristics,
the connection records (for the last two months) have been
grouped according to the day they occurred. This way, we
used the records for the previous Mondays (i.e., ∼ eight) to
make the prediction about the connections sequence for next
Monday (i.e., ninth Monday). For each record, the (d, t, p)
tuple is defined, where d represents the connection date, t
represents the time of the day, and p represents the place of
connection. With this information, the HMM is defined as:

Hidden states. Defined by the set of POIs for each user.
We have also defined an additional state indicating the lack
of Internet connection. For instance, when considering the
POIs for Figure 2 (five places), there would be six hidden



Figure 2: An HMM representing POIs and their
relationship with different connection times.

states: Q = q1, q2, q3, q4, q5, q6. Where: q1 corresponds to
home, q2 to the office, ... , q6 to no connection.

Observations. Defined as follows: the time period between
the first and last connections is segmented in m intervals,
according to the value of tic (eq. 1). That is, the inter-
contact times average of Internet connections is obtained.
This way, if the times for the first and last connections are
07:00 and 19:00 (720 minutes), with a tic value of 1:30 hours
(90 minutes), then 8 intervals are obtained. Consequently,
the observations for this user would be: O = 07:00, 08:30, ...
, 17:30, 19:00. We decided to use the inter-contact times to
define the observations because some previous works have
utilized this property to study the human mobility and es-
timate future contacts[3, 8].

tic = average (inter-contact times) (1)

Vector π. Defines the initial probability for each POI. In this
case, it represents the probability of the first connection of
the day being to a POI qi (i.e., π = [0.5, 0.2, 0.1, 0.1, 0.05, 0.05]).

Matrix A. It is defined by analyzing the connections records
and calculating the probability of a user moving from a place
qi to the remaining POIs (including the no-connection state)
for all 1 ≤ i ≤ N , or else, to the user staying at the same
place. For this work we have considered using first order
hidden Markov models, therefore, to define matrix A, only
the last movement made to arrive to a place qi is considered.

Matrix B. It is defined when determining in what POI qi,
the user has been connected, given an observation oj , for all
1 ≤ i ≤ N and 1 ≤ j ≤ M . That is, the user connection
probability for each time (defined by observations ± a range
ε) in every POI qi.

Using the data in Figure 1, the HMM is defined in Figure
2. Then, the predictions can be made. For the purposes
of our work, it is required to know the number of Internet
connections the user will make, and at what times they will
take place. That is, for a time T , we are interested in to know
the connections for a given time period [T, T + ∆T minutes
]. For this, vector π, matrix A, and matrix B, are used to
identify the combinations of hidden states that satisfy such
time period and their corresponding probabilities, so later

Figure 3: Using the Viterbi algorithm to identify
the POIs where the user will have (or not) Internet
connection given a period of time.

the sequence of hidden states with the highest probability
can be selected. In order to aid in the identification of the
sequence of hidden states with the highest probability, we
use Viterbi’s algorithm [1].

Using the parameters from the HMM, Viterbi’s algorithm
determines the sequence of hidden states (with the highest
probability) that generates a given sequence of observations.
For example, suppose that we wish to know the connections
that a certain user will have on Monday from 11:00 to 18:00,
and the user has a set of observations O = 07:00, 08:30,
10:00, 11:30, 13:00, 14:30, 16:00, 17:30, 19:00. In this case,
the reference set would be: O = o4, o5, o6, o7, o8, correspond-
ing to: 11:30, 13:00, 14:30, 16:00, and 17:30, and as result
the best sequence of hidden states that can be generated
from this sequence of observations is: q2, q2, q4, q2, q2. This
means that the user will connect to Internet at 11:30 and
13:00 at the place defined as q2, at 14:30 will connect at q4,
and finally at 16:00 and 17:30 at q2( Figure 3). As we dis-
cussed earlier, we are interested in supporting applications
where predictions can be made for the next n hours, not
only for the next few minutes.

5.4 Evaluation
To test the efficacy of our spatio-temporal prediction we
compare it against the method presented in NextPlace[15];
their results have been the best in the literature up to the
best of our knowledge. However our method estimates the
full sequence of POIs where the user will be in a given period
of time, while the method presented in NextPlace estimates
the place where the user will be at a specific time. For this
reason, and to do a fair comparison of the performance of
both methods, for each observation in the period of time we
apply the best reported method of NextPlace(NP3) to pre-
dict where the user will be. That is, if we want to know the
sequence of POIs in the [10 : 00, 15 : 00] period, and con-
sidering that for this period there are 3 observations defined
(11:30, 13:00, and 14:30), we apply the method of NextPlace
to each observation (3). Then, we average the results in or-
der to compare with our method.

6. RESULTS



Figure 4: Prediction precision using observations for
different values for ∆T .

We show the efficiency of our method by making several
predictions involving a set of users. Predictions were made
considering records for 200 users. For each one of the 200
users, we use records of the last month to test the prediction,
and records of the previous two months are used to identify
the POIs and to define the HMM. For each user, we have
made five predictions for each day of the week considering
different observations corresponding to different values of
∆T (30 minutes, 1, 3, 5, and 7 hours). A total of 7000
predictions, 35 predictions for each user. Each prediction
is uniformly distributed over the [07:00,17:00] interval. We
selected this interval because in the worst case, if we make a
prediction at T=17:00, it is possible to know in which POIs
a user will be using the largest value for ∆T (7 hours).

To determine the effectiveness of the prediction, if we esti-
mate where a user will be in the interval [T, T + ∆T ], the
prediction is correct if the user is at place qi in the interval
[Tpred − θ, Tpred + θ](eq. 2), θ represents an error margin.
That is, a prediction is considered correct when the user
is connected at the place qi, at the time indicated by the
observation oi. It would also be correct if the prediction
indicates that the user is not connected (in the case of the
state corresponding to no connection). We have defined θ =
10 minutes.

Tpred = T + oi 1 ≤ i ≤ Number of

observations in the interval
(2)

In Figure 4, we show our results against those obtained us-
ing NextPlace. Even though the number of users and the
amount of predictions made are small, the preliminary re-
sults are encouraging. When considering a period of 30 min-
utes, we obtain better results of up to 85% precision against
79% for NextPlace; for a period of 60 minutes, we obtain up
to 83% against 75% for NextPlace. When the value of ∆t
increases, the precision for NextPlace decreases. For peri-
ods longer than 60 minutes, the precision for NextPlace lies
within the range of 50%- 70%. In contrast, with our pro-
posal, we obtain up to 80% precision for a period of 3 hours;
a period of 5 hours yields a precision of up to 77%, and fi-
nally a 7 hours period yields a precision of 73%. However, for
periods beyond 7 hours, the precision obtained drops down
to 50%. The previous evaluation shows that our proposal
can yield good precision for time periods of up to 7 hours.

Furthermore, we show that considering the three charac-
teristics of mobility (week day, time of the day, and current
location) and their relationship, allow to have a more robust
prediction, and better results as consequence. We show that
our method is better than the the best method presented by
NextPlace.

We have used the records for a specific day from the last two
months (e.g., ≈ records for last eight Mondays), in order
to make the prediction for the next day (ninth Monday).
However, when making the prediction for the subsequent day
(tenth Monday), the precision decreases, and this decrease
is sustained for the successive days (eleventh, twelfth). This
implies that to obtain a good prediction for a given day xi,
it is recommended to consider the records for the previous
two months. This observation is valid for this dataset alone,
for other datasets some data mining is needed to tune the
parameters.

7. CONCLUSION
People usually exhibit cyclical patterns in their daily activi-
ties. Based on this assumption, in this exploratory work we
proposed a scalable method to predict user location, which
in turn allows predicting the location of crowds by apply-
ing the same algorithm to all the individuals of a crowd.
The time to update the forecasting of each user is negligible
and also suitable to be implemented in a massively paral-
lel architecture such as the graphics processing unit (GPU)
commonly found in smartphones. As a working example,
we selected the publicly available data of WiFi connections
for a large group of users. Our work empirically proves the
Markovian property of the sequence of the user POI tags
over time, once they have been factored by day of the week
and time of the day. Others have suggested [12] that further
improvements in the predictions can be made by considering
the last two POI (instead of only one), using a second order
HMM; however, we experimented with this approach and
the results obtained yielded insignificant improvements (an
additional 1% or 2% accuracy) not worth the extra overhead.

We are considering different avenues for future work. First,
we want to factor out the automata representing the user
location for a large group of users, and model the crowd as
a single entity. Preliminary findings in this direction point
to Partially Observable Markov Decision Processes[18] as
the relevant model for crowds in this context. Also, a large
scale experimental setup for crowd location forecasting is
needed to verify our findings. We have not considered the
fact that experiments with crowds should contemplate ways
to incentivate individuals to participate; many examples of
using incentives [10, 17] have been proposed in the literature.
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