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SUMMARY

In this paper we present a novel voice capture sensor network architecture proposal, we detail the
implementation procedure that we followed to build a working prototype. The prototype is oriented
towards a secure ubiquitous home environment but can be extended to other similar scenarios. Our
approach is based on reducing data redundancy while maintaining node redundancy for reliability
and providing at the same time basic security services without sacrificing a considerable amount
of resources. We further show that our approach is energy-efficient compared to the capture-send
approach used traditionally. More importantly, through our experiences in the real-world deployment
of the system we also provide a roadmap for the development of efficient voice-based smart home
applications. Copyright c© 2009 John Wiley & Sons, Ltd.
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1. INTRODUCTION

The development of ubiquitous home technologies has become a growing trend during the
past few years in the ubicomp community. Many research efforts have been directed towards
the proposal of novel means of Human Computer Interaction (HCI). The main focus of HCI
research has been system design using more natural interfaces [1]. Historically, speech is the
most natural way of interacting with the environment because it minimizes user effort and also
dramatically reduces the need for prior system knowledge [2, 3]. Recently launched products
such as Microsoft’s Sync R© [4] have proved that speech interfaces are more robust and user-
friendly than prior speech systems. Additionally, speech is an interesting alternative where
other types of physical interaction is an impediment (i.e. physically handicapped individuals).
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With this in mind, we designed a voice command capture system oriented towards smart
home interaction. During the design of the system we took into consideration requirements for
a home ubiquitous computing application already proposed [5]. In particular, reliability and
ease of deployment were two of our primary concerns, because of the latter; the system was
implemented using a network of tiny wireless nodes (i.e. a Wireless Sensor Network, WSN).
However, WSN nodes are not reliable, in fact, they are highly prone to failure, for this reason,
as we will show later, we decided to place multiple nodes very close to each other in order to
improve reliability.

Recently, Wireless Sensor Networks (WSN) have gained great popularity, mainly because
they provide a low cost alternative to solving a great variety of real-world problems [6]. Their
low cost enable the deployment of large amounts of sensor nodes (in the order of thousands,
and in the future perhaps millions), which most of the time operate under harsh environments.
As it is well known, WSN present extreme resource limitations, mainly in available memory
space and energy source.

This paper is organized as follows: in section 2 we present work related to ubiquitous
home environments and wireless audio sensor networks, in section 3 we present our proposal
and implementation for a voice capture wireless sensor network oriented for a secure home
environment, in section 4 we present a series of experiments and results performed on our
prototype implementation and we conclude in section 5 with final remarks, ongoing and future
work.

2. RELATED WORK

It has been said that people spend more time in their homes than in any other space. The
home ideally provides a safe, comfortable environment in which to relax, communicate, learn,
and be entertained [7]. Consequently, many research groups have directed their efforts towards
making home environments more adequate by exploiting the pervasive computing applications
being developed in laboratories.

The Aware Home [8] created at Georgia Tech University is based on the development of
a living laboratory for research in ubiquitous computing for everyday activities. Other work
has focused in facilitating user interaction with smart home environments [9] through the
implementation of basic residential comfort systems such as air heating, lighting, ventilation,
and water heating. Furthermore, they constructed a prototype system in an actual residence.

Following this line of work, we strongly believe that speech is one of the easiest ways
for interacting with the environment, in this case, with an indoor home environment. New
technologies have emerged since the development of the previously mentioned research work
and we believe that some of them (WSN in our case) can greatly enhance these previous
experiences with ubiquitous home environments.

In the area of WSN research, many sensor network applications that utilize audio sensors
have been reported, such as: localization [10], surveillance [11], geophysical monitoring [12]
and communication [13]. However, very few of those retrieve raw sensor readings from the
environment. EnviroMic [14] is one of those few applications, as it captures high volumes of
raw audio data and stores it into local flash memory to later retrieve it upon request, similarly
to data-mule [15] which uses a store-fetch model. Our proposal differs substantially by the
fact that in our case data transmission is initiated by the user’s will of introducing a voice

Copyright c© 2009 John Wiley & Sons, Ltd. Int. J. Commun. Syst. 2009; 00:1–14
Prepared using dacauth.cls



DEPLOYING A VOICE CAPTURE SENSOR NETWORK SYSTEM 3

Figure 1. UC Berkeley’s MicaZ mote.

command to the environment and not by on-demand requests made by the base station as in
EnviroMic. Additionally, our work integrates basic security techniques in order to enable our
architecture to comply with security oriented scenarios.

As can be found in the literature, WSN technology has been historically used for monitoring
outdoor environments such as: volcanic activity [16], precision agriculture [17], habitat
monitoring [18] among many others. But as far as we know, there is a lack of work to be done
related to real-world deployments in indoor environments, where users ubiquitously interact
with the environment through the sensor network. In our deployment, the user would launch
a relatively short voice command to the environment, and the sensor network would capture
it through our proposed voice recollection mechanism and send it to the base station, where
voice recognition and actuation tasks would take place.

Thus, we wanted to integrate WSN to experience first hand to which degree they would help
in providing the so called ease of deployment that they traditionally promise, so, our main
contribution are the experiences collected through the design, implementation and deployment
of our proposed architecture.

3. DESIGN AND IMPLEMENTATION

3.1. Overview

As we mentioned earlier, our voice capture system is based on a wireless sensor network, thus,
the most important restriction is the energy limitation; the energy source of the particular
nodes that we used for our implementation (UC Berkeley’s MicaZ motes running the TinyOS
system [19], shown in Figure 1) is a pair of AA-sized batteries, which could be potentially
drained in a short time period. Therefore, the integration of energy efficient techniques is an
important factor that drives the design of communication protocols in these platforms.

Reliability in our voice command capture network is an extremely important requirement
and considering the fact that sensor nodes are highly prone to failures, we decided to

Copyright c© 2009 John Wiley & Sons, Ltd. Int. J. Commun. Syst. 2009; 00:1–14
Prepared using dacauth.cls



4 L.E. PALAFOX AND J.A. GARCÍA-MACÍAS
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Figure 2. Voice capture network deployment.

deploy nodes redundantly, this is, we placed many nodes very close to each other generating
overlapping coverage areas. By doing so, if a node randomly fails we have other ones that could
perform its capture and transmit functions without disrupting overall system functionality,
thus assuring reliable voice capture. However, placing nodes redundantly has one important
drawback: redundant data would be generated in the network because two or more nodes
might capture the same voice command simultaneously, which would consequently introduce
additional traffic to our network. This problem becomes even more critical when we talk about
capturing high volumes of data such as in digital audio applications: recording audio even for a
relatively short period of time would generate large amounts of data, undermining the limited
bandwidth and available storage space provided by sensor nodes. For instance, if we use a
sampling frequency of 8.192 kHz and we record only three seconds of audio considering 8 bit
samples, we would generate over 24 KB of data; also, considering that the standard packet size
of a standard TinyOS message is 30 bytes, over 800 messages would have to be transmitted
in order to transfer those three seconds of audio to the base station. Thus, capturing and
transmitting the same voice command by two or more nodes would be simply unacceptable.

Nodes in the same area belong to the same group of nodes (cluster); in each cluster there
is a special node that coordinates the cluster activities (clusterhead). In Figure 2, we show
the diagram and some pictures of our test deployment on which each cluster captures voice
command from a corresponding room in the house. Each clusterhead collects audio data from
their cluster nodes and relays it to a base station represented by a Personal Computer.
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Figure 3. Datagram of the audio data message.

In order to capture audio signals from the environment, sensor nodes have a high sensitivity
microphone. This microphone is initially used to detect the existence of human voice in
the environment. To do so, while nodes are in active state, they are continuously sensing
audio signals using a sampling frequency of 2 kHz, if the sensed signal intensity exceeds a
predetermined threshold, the node would send a notification through its wireless interface to
the clusterhead; it is possible that the clusterhead node receives more than one notification
for different nodes within the same cluster, thus, it must select which node would be in charge
of capturing and transmitting the audio. The selected node would receive a capture command
from the clusterhead, when this happens the node would enter a High Frequency Sampling
(HFS) mode and would capture three seconds of audio† and store each sample in the on-board
EEPROM. When the node finishes sampling, it would exit the HFS mode and would transfer
the audio data to the clusterhead node which in turn would relay it to the base station where
a more resourceful computer would process speech recognition tasks.

The High Frequency Sampling state comprehends shutting down the communications
interface and sampling audio through the microphone using a sampling frequency of 8 kHz.
It was imperative to shut down the communications interface to be able to sample at such
frequency because both components cannot be enabled simultaneously due to the strict
hardware limitations.

Additionally, the microphone in the motes is wired to a 10-bit resolution ADC. As we
mentioned earlier 8 bit samples were used, this is, we did not considered the 2 least significant
bits provided by the ADC samples. By doing so we simplified our implementation by using a
single 8-bit variable for each sample and reducing memory usage and communication overhead.
Obviously, truncating 10-bit samples to 8 bits degrades audio quality, but as we will later show,
this is not significant in our particular implementation. By keeping the sample size to 8 bits we
are able to accommodate 30 samples in each TinyOS message as we can see in the datagram
shown in Figure 3.

†Voice commands are relatively short, thus, we considered that three seconds would be enough for any.
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Figure 4. Voice capture scheme proposed for our implementation.

3.2. Node selection criteria

It is highly beneficial that the clusterhead alternates node selection among nodes in the cluster
by balancing work load in order to prevent premature node exhaustion on certain nodes due to
the above mentioned resource constraints. Furthermore, for a production-ready implementation
it would be important to integrate a clusterhead rotation technique in order to extend network
lifetime; several work can be found in the literature in regard to this [20, 21, 22]. However, in
our test implementation the clusterhead is predetermined; this is because our main concern
was to evaluate system performance of our voice command application.

As we described earlier, audio samples are stored in the on-board EEPROM memory. As it
is well known, the number of read/write operations in an EEPROM is limited. Along with the
energy limitation this could very well determine sensor node lifetime. Undoubtedly, this seems
as yet another reason to place redundant sensor nodes within the same area.

Due to this fact, we are proposing a data recollection protocol in which its main goal is
to eliminate redundant data. The idea behind this scheme is that every sensor has to send a
report event message to its clusterhead, the content of this message would be an encrypted
secret counter (for security reasons as we will show later). Afterwards, the cluster head would
select which node would have to sample and transmit audio through the network. As the
clusterhead receives audio messages, it would have to relay them to a more powerful base
station, which in turn would have to perform voice command recognition and process such
command accordingly.
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In Figure 4 we show our data recollection protocol at work. In Figure 4a, the user starts
sending a voice command to the environment, one or more nodes may detect the existence of
human voice; in our case as we show in Figure 4b, nodes A and B become aware of the fact the
user is emitting a voice command, each of these nodes send an Event Report Message (ERM)
to the clusterhead (CH), who immediately broadcasts a Node Selection Message (NSM) to the
cluster which includes which node was selected for capture and transmission of audio samples
(Figure 4c); in Figure 4d the selected node (B), enters a High Frequency Sample (HFS) state
and starts recording audio samples for a given time period; after this time period expires the
node exits the HFS state and starts transmitting Audio Data (AD) to the clusterhead (Figure
4e).

3.3. Security features

In some scenarios, security is an important requirement, thus, we integrated a mechanism
to provide security against replay attacks and forged data packets. By doing so, we
prevent that potential intruders would use previously captured packets by rogue nodes to
duplicate commands launched originally by an authorized source. Additionally, reports are
authenticated, i.e., only nodes within the cluster may generate valid event report messages.
To achieve this, we include in the event report messages the encrypted value of a counter that
is only known by authorized nodes. This counter is loosely timed synchronized among all the
nodes of the cluster. Thus, if an intruder tries to forge an event report message, he would have
to know the current counter value as well as the secret key used by the cipher to encrypt it,
otherwise, the clusterhead would reject the event report message. Additionally, the nodes in
the cluster (including the clusterhead) keep track of their current state, for instance: if the
clusterhead is not in its audio listening state it would reject any audio data message.

A crucial aspect in the integration of security to our implementation is deciding which
cryptographic primitives to use. The AES [23] (Advanced Encryption Standard) algorithm
is commonly used in traditional network security, so we considered the possibility of using
it in our protocol as well. However, this algorithm consumes 800 bytes in lookup tables, a
requirement that is not feasible for our implementation platform. Other alternatives were also
analyzed, such as the DES [24] (Data Encryption Standard) algorithm, but it requires too
much memory for storing permutation tables. Finally, we decided to use the RC5 [Rivest,
1994] algorithm because it has many features that makes it attractive for our platform. For
instance, it has a very low memory requirement, it is a fast algorithm, and it is very flexible
in terms of block and key size.

Regarding block and key size, we selected RC5-32/12/16, because according to the literature
[25], it offers a good balance between efficiency and security level. Under this scheme, the cipher
would process 32 bit blocks at a time through 12 rounds using a 16-byte cryptographic key.

3.4. Counter Synchronization Protocol

The security of our protocol relies heavily on the secrecy of the counter being shared by all
cluster nodes. Furthermore, for the protocol to work properly, the counter must be synchronized
within the cluster (i.e. the internal counter value must be the same in all cluster nodes).
Due to clock drift, it is possible that synchronization breaks down among cluster nodes
during the lifetime of the network. For this reason, we are proposing a fairly simple counter
synchronization technique in order to alleviate counter desynchronization. This technique is
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coordinated by the clusterhead, and consists on the clusterhead sending periodical counter
update beacons. These beacons contain a new counter value randomly generated by the
clusterhead, when the member nodes receive an authenticated counter update beacon they
would have to reset their own counter value to the one they just received.

Resetting the counter periodically to a new randomly generated value would also make
counter estimation difficult for an attacker, hence, producing a similar effect to that of
traditional key renewal techniques. In addition to that, we are coping with synchronization
along with counter updates‡ with the same simple technique.

For security reasons, encryption of the counter update messages is mandatory, this is due
to the fact that if an intruder knows the current counter value, he may trivially forge packets
and deceive the clusterhead into accepting fake messages.

As we show in expression 1, the clusterhead broadcasts a message containing the encrypted
counter (CNTR) and the MAC code computed with the message header and the encrypted
CNTR.

ClusterHead ⇒ Nodes : EKcluster
(CNTR)‖MAC(Kcluster, HDR‖CNTR) (1)

This counter synchronization technique also introduces additional resource requirements for
our sensor network, but we are foreseeing that we will not need to send counter updates very
frequently. The counter update beacons frequency depends directly on the length of the sensing
period§ per beacon as well as the hardware platform on which we are implementing it. In the
experiments section we will go into more details regarding counter update frequency for our
particular implementation.

3.5. Speech recognition

For speech recognition we used the VR Stamp Toolkit from Sensory Inc [26] shown in Figure
5. The VR Stamp toolkit is an off-the-shelf tool that uses neural network-based algorithms
for voice pattern matching. The VR Stamp consists of a daughterboard with an integrated
RSC-4128 speech processor, 1 Mbit flash memory and a 128 kB serial EEPROM for data. This
board is attached to the base station (PC) via a USB port.

4. EXPERIMENTS AND RESULTS

4.1. Scenario

We deployed two clusters inside a small condo apartment as shown in Figure 2, each cluster
included 4 nodes (3 sensor nodes and their corresponding clusterhead) with a 10% duty cycle
and a 1 second period, and each cluster was in charge of capturing speech commands from a
specific area.

Two different capture techniques were used in our experiments; in the first one we used
a simple capture-and-send approach on which every node that detects human voice starts

‡In our context, the counter is secret, and its value directly influences the value event message report. Thus,
we can see counter update as alternative technique to key renewal.
§We define sensing period as the time that takes to increment counter value in each node.
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Figure 5. VR Stamp toolkit used for speech recognition in base station.

recording the next three seconds of audio and after finishing recording, they send their audio
samples to the clusterhead. The second technique is based on our previously mentioned
proposal: when a node detects the presence of human voice, it sends an event notification
message to the clusterhead, which immediately selects the node that will be in charge of
recording and sending audio samples. On both cases, when a node detects audio, it interrupts
the on-and-off cycle originally implemented for energy efficiency, when the node ends its
transmission, the cycle resumes.

4.2. Traffic analysis

In Figure 6, we show the number of messages generated in our network when a user emits a
voice command. With the first technique we can see that as the number of nodes that become
aware of the existence of human voice in the environment the number of messages also increases
linearly, as opposed to the second technique where as the number of aware nodes increase the
total number of messages increases by a small fraction only. With our proposed approach we
only increase the number of messages by one when an additional node becomes aware, the
extra message is the corresponding event report message for that node. Thus, it is trivial to
see that our proposed approach is by far more scalable than the capture-send approach.

4.3. Energy consumption

As for our energy consumption experiments, considering that MicaZ nodes use a pair of AA
batteries for their operation, we estimated the expected lifetime for each mote considering
that one or more nodes may become aware of the voice presence emitted by the user and
considering also an average of one hundred user-generated voice commands daily. We measured
energy consumption in our nodes for the possible scenarios in our implementation. A pair of
AA batteries provides a current of approximately 2.5 Ah, but we also considered that it is
impossible to consume all of the available current because at a certain point the provided
voltage falls under the operating threshold for the motes; however, it is safe to assume 2200
mAh of battery charge [27].

In Figure 7 we show that in the capture-send approach the estimated lifetime for the
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Figure 6. Plot of sent messages vs. aware nodes.

Table I. Current drawn by MicaZ nodes.

Activity Current drawn

Idle state (active) 8.02 mAh
Low-power state (sleeping) 16 µAh

Transmitting§ 25.4 mAh
Receiving 27.7 mAh

clusterhead is highly dependant of the number of voice aware nodes in the cluster, in the
worst case scenario (when the three nodes detect voice presence every single time) the lifetime
is reduced by 17%. On our proposed scheme, clusterhead lifetime is not dependant of the
number of voice aware nodes, this is because no matter how many nodes become aware we
manage to send only one copy of the sensed audio. In both cases, for the clusterhead we
considered the amount of energy spent in the active state, in the sleep state, the energy spent
while transmitting NSM messages, ACK signals and the amount of energy spent while receiving
ERM and audio data. Surprisingly, we found out that receiving data consumes more energy
than transmitting. In Table I we show the amount of current drawn for the MicaZ different
operating states.

The expected lifetime¶ of the cluster member nodes is highly dependant on the selection

§Using the highest transmission power level available for the MicaZ.
¶Since the expected lifetime is in the order of months, we have not been able to verify this with experiments
yet.
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Figure 7. Estimated node lifetime in the clusterhead vs. number of voice aware nodes.

criteria in the clusterhead, as we stated earlier, it is highly recommended that we use some sort
of load balancing scheme in order to prevent premature node exhaustion. Thus, if we use an
optimal load balancing scheme we can state that network lifetime will be n-fold compared to
the capture-send approach where n is the number of sensor nodes in the cluster (not including
the clusterhead).

4.4. Speech recognition and packet loss

There is a detail that could be considered a drawback in our approach: by first having to
report the presence of voice audio and having to wait for the clusterhead record command
prior to start recording there is a small loss of audio samples (we measured about 65 ms worth
of samples). However, this loss is negligible by the fact that the VR Stamp platform that we
mentioned earlier was still able to detect the voice command.

One important advantage of our approach that we did not foresee earlier is the fact that
in our case we eliminate the problem of duplicated commands from the source as opposed to
the capture-send approach where the base station would receive multiple copies of the same
command emitted by the user. Thus, additional processing would have to be performed in the
base station in order to eliminate redundancy.

The VR Stamp was able to recognize about 94% of the voice commands that we introduced
in our environment even with the presence of packet loss. We measured an average packet loss
of 11% and 4% for the first and second approach respectively. We assume that the capture-send
approach produces more lost packets because there is more channel contention due to the fact
that more than one node needs to transfer high volumes of data to the clusterhead, whereas
in our approach only the selected node needs to do so.
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It is important to note that collisions may occur; collisions are particularly harmful in our
approach when it refers to the transmission of Event Report Messages because it directly
affects redundancy detection. However, the underlying MAC protocol that we use (B-MAC)
reduces packet loss considerably. Nevertheless, using a MAC protocol such as B-MAC, plus
the fact that Wireless Sensor Networks have limited bandwidth (specially considering voice
applications), introduces a fairly large communication delay. In our case, we measured an
average delay of 4.341 seconds, which was measured from the end of the emission of a voice
command up to when the entire command arrived at the base station, this may seem as a very
large delay, however it is important to consider that our prototype applications consists of an
ubiquitous home environment, where real-time response is not a requirement.

4.5. Counter update frequency

Regarding counter updates frequency for synchronization, we considered that MicaZ motes use
a 32 kHz crystal with a tolerance of ±20 ppm according to the technical specifications. In a
worst case scenario this yields a 1 second drift every 49,153 seconds of operation (approximately
one second drift every 13.5 hours at worse). Given the fact that we do not need extremely tight
synchronization, sending a counter update beacon every 24 hours would be a good corrective
measure. The difference in consumed energy of adding an extra packet a day (adding counter
updates) is negligible in either the cluster nodes and in the clusterhead, we estimated a decrease
in network lifetime of approximately 1.2x10−3 and 1.7x10−3 days respectively.

4.6. Security analysis

In order to determine the security services provided by our data dissemination protocol we
analyzed its behavior against three common security attacks: traffic injection, eavesdropping
and replayed messages.

Traffic injection. The observed behavior of our network under traffic injection varied
depending on the type of messages that was inserted into the network. If we injected counter
update messages these did not have any adverse consequence because they were authenticated
and we are assuming that the intruder does not have access to cryptographic materials.
Additionally, if we inserted bogus Event Report Messages (ERM), these would be rejected
by the clusterhead because ERM are authenticated using the encrypted counter value. If an
intruder injects fake audio data, these messages would be rejected by the clusterhead if it
has not previously received an authentic ERM message; remember that the clusterhead keeps
track of its current state.

Eavesdropping. Event Report Messages are encrypted using the RC5 cipher, the security of
the algorithm relies on the secrecy of the key. However, audio data is not being encrypted. We
chose not to do so, because of the overhead that would be introduced. Furthermore, we did not
foresee any potential problem with an intruder capturing audio messages from the network. If
he decided to do so, he could have done it directly from the environment.

Replayed messages. By using a counter that changes its value periodically, we prevent the
intruder from using previously stored messages to deceive the clusterhead into accepting fake
ERM messages.
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5. FINAL REMARKS AND FUTURE WORK

In this work we deployed a voice capture sensor network for ubiquitous home environments,
through our deployment we proposed and implemented a novel data recollection mechanism
which allows node redundancy for reliability and eliminates data redundancy at the same time.
Additionally, under the same recollection scheme we provided basic security services to expand
the number of possible scenarios on which our deployment could be applied. Furthermore, we
demonstrated that by deploying a small network consisting of four nodes cluster, we achieved
significant increase in node lifetime compared to the traditional capture-send approach. On
a bigger picture, we demonstrated the technical feasibility of implementing a distributed
speech capture system using a wireless sensor network. Additionally, we tested the reach and
limitations of our approach through experimental evaluations.

We are currently working on reducing the sampling frequency of our sensor nodes in order
to free up resources. Reducing the sample frequency is quite a challenge because it could
affect overall system performance; however, we are considering implementing oversampling
techniques in the base station so we can minimize negative effects. Additionally, we are planning
on introducing audio merging techniques where many nodes would cooperate on capturing one
single copy of an audio command.

We are also working on interfacing the base station to different actuators to develop a full
smart home solution in compliance to specific user needs. On the user side, we are considering
evaluating the usefulness and ease of use of our system, to do so, we plan to use formal tools
such as the Technology Acceptance Model (TAM) [28] and other related methodologies [29].
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